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TIMING VERIFICATION OF
FAULT-TOLERANT CHIPS FOR

SAFETY-CRITICAL APPLICATIONS
IN HARSH ENVIRONMENTS

.................................................................................................................................................................................................................

CRITICAL REAL-TIME EMBEDDED SYSTEMS FEATURE COMPLEX SAFETY-RELATED,

PERFORMANCE-DEMANDING FUNCTIONALITY. HIGH-PERFORMANCE HARDWARE AND

SOFTWARE CAN PROVIDE SUCH FUNCTIONALITY, BUT THE USE OF AGGRESSIVE

TECHNOLOGIES AND ARCHITECTURES CHALLENGES TIME PREDICTABILITY AND RELIABILITY.

THE AUTHORS PROPOSE A NEW APPROACH TO OBTAIN TRUSTWORTHY WORST-CASE

EXECUTION TIME ESTIMATES FOR SAFETY-CRITICAL APPLICATIONS RUNNING ON HIGH-

PERFORMANCE FAULTY HARDWARE BY USING BOTH TIMING-ANALYSIS TECHNIQUES AND

MINOR HARDWARE MODIFICATIONS.

......Many industries, such as avionics,
automotive, and railway, have seen an unpre-
cedented demand for computing power
in critical real-time embedded systems
(CRTES) to cope with more sophisticated
functionalities requiring multisensor, multi-
actuator complex control software. CRTES
not only improve efficiency, performance,
comfort, and entertainment, but they also
control safety-related functions. When a
CRTES is used to implement a safety func-
tion, its software and hardware components
inherit that function’s safety requirements. In
the case of hardware, safety requirements also
include those related to harsh environmental

conditions (such as temperature, radiation,
and noise).

Safety-related features are becoming a
differentiator between competitors in each
domain and, therefore, a key element for
product competitiveness. For instance, mod-
ern cars include systems such as airbag mod-
ules, tracking and stability control, and x-by-
wire technology. For this reason, modern cars
have software components consisting of up to
100 million lines of code.1 In the aerospace
and space domains, on-board functionality
demands even higher computational power.

At the hardware level—and in partic-
ular, the CPUs—such performance can

Mladen Slijepcevic

Leonidas Kosmidis

Universitat Politècnica de
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realistically be achieved only by using high-
performance domain technology. This in-
cludes high-performance hardware designs
(such as multicores and deep cache hierar-
chies) implemented with nanoscale technol-
ogy nodes. (Note that high performance in
the context of CRTES refers to multicores
with cache hierarchies and pipelined cores,
given that many CRTES deploy single-core
in-order processors without any cache to
facilitate the worst-case execution time
[WCET] estimation.) However, these hard-
ware designs jeopardize both

� time predictability, which CRTES
requires to provide WCET estimates
for each task, thus enabling a feasible
schedule of tasks respecting their tim-
ing constraints; and

� hardware reliability, because the use
of nanoscale technology increases the
probability of failures.

Our past work describes an approach for
providing strong timing guarantees needed
by CRTES on hardware degraded by per-
manent faults, including only single-level
caches.2 We considered neither the timing
impact of error detection, correction, diagno-
sis, and reconfiguration (DCDR) actions,
nor the timing impact of transient faults. In
this article, we propose a holistic approach
for dealing with both the timing impact of
error DCDR and degraded hardware caused
by permanent and transient faults, in order
to provide strong timing guarantees. In par-
ticular, we focus on measurement-based
probabilistic timing analysis (MBPTA), a
powerful timing-analysis method for future
processor designs in CRTES deploying high-
performance hardware. We provide a detailed
analysis for cache memories, including multi-
level cache hierarchies, because they are the
most error-prone components and the most
challenging to deal with the timing impact of
faults. We also provide insights on how to
extend our methodology to other processor
components.

Background
Some hardware and technology features

challenge timing verification of CRTES in
nonobvious ways.

Performance-improving processor architectures
in CRTES

The use of performance-improving hard-
ware such as caches or multicore designs
challenges the WCET estimates for tasks.
Different families of techniques exist to esti-
mate the WCET, such as static timing analy-
sis (STA),3 measurement-based timing
analysis (MBTA),3 and MBPTA.4 These
methods’ trustworthiness depends on the
accuracy of the data they are provided with
(that is, confidence attained on timing
bounds, usually supported by strong argu-
ments and proofs). Furthermore, the lack of
control of some sources of execution time
variation (SETV) as, for instance, cache
memories, limits the complexity of the hard-
ware designs that can be considered, espe-
cially for STA and MBTA.

MBPTA4 has recently emerged to over-
come some of the limitations of STA
and MBTA. MBPTA provides probabilistic
WCET (pWCET), a distribution function
upper-bounding the execution time of the
program being analyzed. That is, MBPTA
attaches an exceedance probability to each
particular execution time, so we can choose
as pWCET the execution time whose ex-
ceedance probability matches an acceptable
exceedance threshold (such as 10�9 per hour
of operation, in line with hardware reliability
levels). Also, STA and MBTA require the
platform to have time-deterministic behavior
to provide time predictability and extract in-
creasingly hard-to-obtain information about
the SETV. MBPTA, instead, requires the ran-
domization of the timing behavior of certain
hardware (or software) resources, such as
cache memories5 and shared buses,6 and
methods to avoid intertask interferences such
as shared cache partitioning7 or controlling
eviction frequency,8 to obtain probabilistic
time predictability, thus removing the need
for controlling those SETV.9

MBPTA runs the target application a
number of times (in the order of a few hun-
dred) on the target time-randomized plat-
form, collecting the application’s execution
time. MBPTA, among other steps,4 applies
the extreme value theory (EVT) on those exe-
cution times. Similar to the fact that the cen-
tral-limit theory focuses on the bulk of a
function, EVT focuses on its lower and
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higher tails. When applied to WCET estima-
tion, EVT builds a function that upper-
bounds the (right) tail of the observed execu-
tion time distribution. That upper-bound
lets us obtain pWCET estimates for arbitra-
rily low exceedance probabilities. Figure 1a
shows the probability distribution function
(PDF) of the execution times of a (single-
path) synthetic program on an MBPTA-
friendly processor architecture. From the
PDF, we can build the cumulative distribu-
tion function (CDF) and its complementary
(1 � CDF), called the exceedance function,
which gives the probability that one execu-
tion of the program could exceed a given exe-
cution time bound (see Figure 1b). Using
conventional means, for a set of R runs, we
could derive an exceedance probability at
1=R only in the best case. For smaller proba-
bilities, techniques such as EVT are needed:
Figure 1c illustrates the hypothetical result of
applying EVT to a collection of R ¼ 1; 000
measurement runs taken on an MBPTA-
compliant architecture. The dotted line rep-
resents the 1 – CDF derived from the
observed execution times. The continuous
line represents the projection obtained with
EVT. MBPTA has been proven to obtain
trustworthy and tight pWCET estimates in
real industrial (avionics) applications, further
supporting the confidence in the method.10

However, WCET estimates obtained on
top of those systems do not upper-bound the

impact in execution time of the safety meas-
ures set up to deal with faults occurring dur-
ing operation (for example, permanent faults
due to degradation or soft errors). Among
those measures, we identify error detection,
error diagnosis, error correction, hardware
reconfiguration (for permanent faults), and
operation on degraded hardware.

Nanoscale technology nodes
The use of nanotechnologies increases

both permanent faults caused by fabrica-
tion defects and transient-fault susceptibility
caused by the low charge required to alter a
transistor’s state.

Permanent faults. Process variations in
CMOS technology affect mostly device tim-
ing and the power profile,11 making them
behave differently than expected. The relative
impact of process variations becomes more
significant for small devices, which especially
jeopardizes cache memory bitcell operation,
because they are implemented using the
smallest features allowed. Moreover, the ran-
dom component of process variations cannot
compensate across delay paths because bitcells
are typically implemented with few transis-
tors.12 Hence, because of process variations,
cache memories become the reliability bottle-
neck when scaling CMOS technology.

Small defects that cannot produce faults
when processors are deployed become large
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Figure 1. Example of execution time and pWCET distributions. Probability distribution function (PDF) of the execution times

(ETs) of a single-path synthetic program on a measurement-based probabilistic timing analysis (MBPTA) compliant processor

architecture (a). Cumulative distribution function (CDF) and 1� CDF (log scale) (b). Example of the probabilistic WCET

(pWCET) curve (c).
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enough to do so during operation because of
degradation. The number of such defects and
their probability of becoming actual faults
during operation increases with technology
scaling.13 This imposes serious challenges in
the use of small technology nodes in CRTES,
because the expected lifetime of CRTES is
longer than that of its hardware components.

For instance, industry has predicted that
failures-in-time (FIT) rates for 65-nm tech-
nology nodes lead to lifetimes below 10
years,13 which is already too short for the
space and avionics domains, in which systems
could last for more than 20 years.13 (One
FIT corresponds to one failure per 109 hours
of operation.) Technology nodes below 65
nm further reduce lifetime below 10 years,
thus affecting other industries, such as
automotive.

Transient faults. Technology scaling also
decreases the charge required, or Qcrit, to
alter the proper behavior of transistors.
When Qcrit is decreased, transient faults
caused by cosmic rays or alpha particles
whose charge was below Qcrit for some tech-
nology nodes can jeopardize correct opera-
tion when scaling technology down, because
their charge becomes relatively higher.14 As a
result, technology scaling increases soft error
rates due to transient faults.

To deal with operational errors, designers
generally set up means for error DCDR15

and let hardware operate on a degraded
mode due to permanent faults. Although
those methods are devised to guarantee func-
tional correctness, they can often produce an
inordinate impact in performance, thus inva-
lidating WCET estimates of tasks computed
for a nondegraded system. Little work has
been done to attain time predictability in the
presence of degraded (non-time-randomized)
caches used together with STA but still
neglecting the impact of error DCDR.16,17,2

However, researchers have not yet devised
methods that consider the impact of all fault-
tolerance features in WCET.

Fault-aware WCET estimation
Generally, timing analysis is carried out

during the system’s timing-analysis phase, in
such a way that WCET estimates are valid

(that is, are a trustworthy upper-bound of the
functions) when the system is in its deploy-
ment phase. Typically, this implies that
assumptions about timing during the analy-
sis phase match or upper-bound those at
deployment.

The timing impact of errors at deploy-
ment must be factored in during analysis so
that WCET estimates are still sound in the
presence of faults. This requires bounding
the time for error DCDR and the effect on
WCETestimates due to the operation on top
of degraded hardware.

Target high-performance architecture
MBPTA lets us obtain WCET estimates

on top of high-performance hardware
designs; our discussion will center on the
design in Figure 2, but many different pro-
cessor designs can be used. We consider a
four-core multicore processor in which each
core is equipped with first-level data (DL1)
and instruction (IL1) caches, and data and
instruction translation look-aside buffers
(DTLB and ITLB). Cores are pipelined and
execute instructions in order.5 Cores are con-
nected by means of a bus with random per-
mutations arbitration.6 The shared second-
level cache (UL2) is partitioned across cores
by means of “bankization,”7 so that each core
gets an identical number of cache sets used
exclusively by such core. This UL2 partition
is shared across data and instructions.5 DL1

DL1, IL1: 8 Kbytes, 4-way, 32B/line
DTLB, ITLB: 8-way fully associative, 1-Kbyte pages
UL2: 256 Kbytes, 8-way, 32B/line
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Figure 2. Processor architecture we considered in our evaluation. We depict
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parameters.
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is write-through, no-write-allocate, whereas
UL2 is write-back, write-allocate.5 The mem-
ory controller is modified to operate with
constant (maximum) latency at analysis
mode,18 and the arbitration to choose which
core is allowed to access the memory control-
ler is analogous to that of the bus.6 All cache
memories implement random placement and
random replacement5 to attain the timing
properties MBPTA requires. Random place-
ment uses a hash function that receives two
inputs: the address to be accessed and a ran-
domly generated number (RGN). The hash
function operates on both inputs to generate
a set index so that any address has a uniform
probability to be mapped to any set. The
same RGN is maintained during the whole
execution of a task (that is, it is changed only
across task boundaries). This means that the
execution time observations generated from
several runs of the task have the probabilistic
properties required to apply MBPTA.

Bounding timing effects of DCDR
Faults are assumed to be independent

because they can typically be modeled as ran-
dom events. This implies that technology
and operating conditions will determine the
actual probabilities of bits to experience per-
manent PPbitfaulty

� �
and transient faults

PTbitfaulty

� �
. Next, we describe the timing

effects of the different actions to deal with
faults.

Error detection and correction. The most
convenient error detection and correction
methods for caches consist of using coding
techniques, such as single-error correc-
tion, double-error detection (SECDED).
SECDED can correct data before they are
delivered, so that cache read accesses are
slower. Alternatively, one could deliver data
uncorrected and check for errors offline. If
no error occurs, cache read latency is effec-
tively decreased. Conversely, on an error, a
mechanism is needed to rollback any opera-
tion that used uncorrected data—for in-
stance, flushing the pipeline and restarting
the execution from the load operation.
Because we expect error correction to occur
with extremely low probability per instruc-
tion, offline correction is recommended.
Note that flushing the pipeline is doable

because, typically, the error is detected one
cycle after data have been delivered, and dur-
ing such a process corrected data can be
stored back in the cache to remove the wrong
data. This last step works correctly for transi-
ent errors, but might not solve the problem
for permanent faults.

Overall, error detection and correction
impact execution time, and that impact is
independent of whether the fault producing
the error was permanent or transient. Fur-
thermore, the impact of such error in timing
is typically constant because error detection,
correction, and pipeline flushing are expected
to have a fixed latency Costrecoverð Þ.

Transient faults could affect multiple bit
cells at once (multiple bit upsets, or MBU).
If an MBU affects multiple bits protected
with the same code (such as SECDED code),
it might be uncorrectable. By interleaving
bits protected with different codes (for exam-
ple, bits from independently protected words
in a SECDED-protected cache line), an
MBU affecting b bits becomes b single-bit
upsets (SBU), which can be corrected with
SECDED.

Fault diagnosis. Once an error has been
detected, it is crucial to determine whether it
was caused by a transient or a permanent
fault. In the former case, error correction suf-
fices to get rid of the error. In the latter case,
however, the hardware itself should disable
the faulty cache line to avoid further errors.
Rereading data after writing back the correct
value to diagnose whether the fault was tran-
sient or permanent is not a good option
because permanent faults typically manifest
as intermittent faults whose frequency
increases with degradation. Thus, we would
likely reread a correct value despite a perma-
nent fault.

Instead, to deal with error diagnosis, we
use a similar approach to that of Abella
et al.,19 where a small table is set up tracking
the cache line ID (set and way) of the last
lines experiencing an error together with a
counter tracking how many errors have
occurred during a given time period. For
instance, we could set up a two-entry table
whose contents are reset every 1,000,000
cycles (ResetInt ¼ 1,000,000 � cycle time,
where the cycle time is in seconds), and use a
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threshold of three errors (ErrorTh ¼ 3) so
that if a cache line reports three errors during
1,000,000 cycles it is assumed to have a per-
manent fault. Selection of the particular val-
ues to be used—entries, interval duration,
and error threshold—is beyond this article’s
scope, but this mechanism is almost insensi-
tive to them given that transient faults occur
in random locations and infrequently, so they
never trigger the deactivation of a cache line.
Because fault diagnosis occurs in parallel to
regular operation, it has no effect on timing.

Reconfiguration. If a cache line has been
regarded as faulty, it is disabled—for
instance, using a usable bit. Such a bit is set
for all cache lines but faulty ones. Whenever
cache tags are checked on an access, the
match signal is ANDed with the usable bit so
that faulty lines cannot report a hit. Note
that such an AND operation is also per-
formed with the valid bit, which indicates
whether the cache line holds valid contents.
When the hardware sets a cache line’s usable
bit, its contents are discarded or written back
to memory if dirty. Therefore, we must con-
sider such a timing effect during analysis.

DCDR effect on WCET estimates
After determining how to upper-bound

the maximum delay introduced by each
DCDR action, we next analyze how many
times we must consider each DCDR action
and how this impacts WCET estimates. Time
is typically partitioned in CRTES used in
avionics, space, and automotive domains. Par-
titions are implemented in the form of win-
dows, usually in the order of milliseconds, that
bound the time a task is allocated to be exe-
cuted. Based on the time window assigned to
a task and its WCET in a fault-free hardware,
it is easy to compute the probability that the
application experiences a number of transient
and permanent faults during the execution of
a program without violating its window. Such
a number, even if fault rates are high, will
likely be up to one transient Ntran ¼ 1ð Þ and
one permanent fault Nperm ¼ 1

� �
. This is

because the probability of higher fault counts
is typically well below the highest safety-level
thresholds (for example, 10�9).

Once we know the number of transient
and permanent faults, we can account for the

number of error detection and correction
actions those faults can trigger:

� Transient faults. A transient fault can
trigger up to b detection and correc-
tion actions if MBUs of up to b
bits can occur with nonnegligible
probability.

� Permanent faults. Based on the diag-
nosis mechanism we’ve described,
three errors in the interval will imply
that the fault is diagnosed as perma-
nent; the cache line is then disabled,
thus avoiding further errors. Thus,
the maximum number of errors a
permanent fault can potentially trig-
ger during a program’s execution is
up to two errors per diagnosis interval
and three errors in the last interval.

We then use the error counts and the
upper-bound fixed time required per detec-
tion and correction action to upper-bound the
impact of detecting and correcting errors in a
program pWCETdetectþcorrectð Þ given a maxi-
mum time partition duration TPdurationð Þ.

pWCETdetectþcorrect

¼
�

Ntranbþ Nperm

�
TPduration

ResetInt

� �

ErrorTh� 1

�
þ 1

�� �
Costrecover

If a fault is permanent, the cache line is deac-
tivated and, potentially, dirty line contents
are written back. The simplest way to do this
without having to consider the probability of
a dirty line to be evicted and still obtain
sound pWCET estimates is to perform the
writeback operation when a cache line is
marked as faulty regardless of whether its
contents are dirty. In this way, whether a line
is dirty or not has no effect on reconfigura-
tion timing. Still, writeback operations can
take different latencies depending on the
memory controller arbitration. Because the
number of permanent faults showing up dur-
ing a time partition is low, we can simply use
an upper-bound to such latency Costevictionð Þ,
taking into account the worst arbitration
delay for random permutations (up to two
times the number of contender cores)6 and
the worst memory latency to upper-bound
eviction delays. This cost is incurred for each
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permanent fault pWCETevictionð Þ, and must
be used to increase the pWCETestimate.

pWCETeviction ¼ Nperm � Costrecover

Therefore, the pWCET estimate obtained
with MBPTA must be augmented with
pWCETdetectþcorrect and pWCETeviction to
account for the instant timing effects of
DCDR actions.

Degraded operation due to permanent faults
We first describe how to estimate the tim-

ing impact of operating on degraded hard-
ware with a single cache memory. Then, we
extend the approach to arbitrary cache
hierarchies.

Deriving WCET estimates for a faulty single-
cache level. Both STA and MBTA work with
time-deterministic caches that deploy, for
instance, modulo placement and least-
recently used replacement. To make those
analysis techniques aware of faults at the hard-
ware level, we should consider all combina-
tions of f faults over N total lines in the cache,

leading to a total of N !
f ! N�fð Þ! different

degraded cache modes. That is, there is a dif-
ferent degraded mode for each possible layout
of the faulty lines in the cache. For instance, if
we expect up to two faults f ¼ 2ð Þ in a small
cache with 64 cache lines N ¼ 64ð Þ, STA
should consider 2,016 different scenarios.
Under each degraded mode, cache analysis
should be conducted to derive a WCET
bound. The highest WCET bound should be
taken as the final WCET bound. However,
cache analysis, which is conducted as part of a
task’s STA, is a slow process, so repeating it

N !
f ! N�fð Þ! times for each task is infeasible.

MBPTA works on top of time-random-
ized caches that deploy random replacement
and random placement.5 One key property
of time-randomized caches is that they
remove any dependence between actual
addresses accessed and their location in cache.
Therefore, caches are perceived simply as
capacity resources. This makes MBPTA
insensitive to the location of faults in a partic-
ular cache-like structure. Instead, what really
matters for MBPTA is the number of faulty
lines in each cache-like structure, not their

location. Hence, if f faults are expected in a
given cache, this leads to a single degraded

mode (instead of N !
f ! N�fð Þ! , as for time deter-

ministic caches). Hence, MBPTA proceeds
by obtaining end-to-end observations by dis-
abling f cache lines; it does not matter which
ones. The pWCET estimates are a trustwor-
thy upper-bound of the program’s execution
time when the system is deployed and when
the cache has up to f faulty lines.

On the basis of PPbitfaulty and cache char-
acteristics, we can determine analytically the
probability of the cache experiencing any
number of permanent faults during its life-
time. For instance, the system might require
a safety level of 10�9, meaning that scenarios
whose accumulated probability is below
10�9 can be discarded. If the number of per-
manent faults is higher than three with 10�8

probability and higher than four with 10�9

probability, we should consider all scenarios
with up to four faults.

Several cache levels. We can regard transient
faults as independent random events, because
there is no correlation between the location
of different faults. This is also true for perma-
nent faults due to random process variations.
Systematic process variations, which are non-
random and affect large regions, are typically
addressed by tuning the operating and
threshold voltages before deploying chips, so
we can simply assume they are nonexistent in
chips once deployed. Therefore, all faults can
be regarded as random—and so, independ-
ent—events.

Independence across faults lets us analyze
each cache in isolation, thus simplifying the
analysis process in processors with several
cache levels, such as DL1, IL1, UL2, DTLB,
and ITLB. Also, we can easily consider multi-
cores using cache partitioning7 in the shared
UL2 caches by assuming that each program
has a UL2 cache whose size matches its parti-
tion, because faults will distribute homogene-
ously across the whole shared cache. (We did
not consider effects related to cache coher-
ence in our analysis, but left that as future
work.) Note that cache partitioning removes
any kind of intertask interference, thus mak-
ing execution time and WCET independent
of the corunners. Researchers have recently
proposed other alternatives to partitioning,
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in which each task’s maximum eviction rate is
limited by construction, thus also gaining the
required independence.8

Therefore, we need only determine the
number of faults to be considered in each
cache independently, reconfigure the hard-
ware accordingly, and collect execution time
measurements.

It is worth nothing that those measure-
ments already capture effects such as the
impact of inclusion (for example, if DL1 is
inclusive with UL2), because addresses and
fault location in the cache is random, and so
the timing observed at analysis corresponds
to that occurring at deployment once the
maximum number of permanent faults has
been experienced.

This approach renders individual proba-
bilities for each cache below the target perma-
nent fault probability; however, when
considering all caches together, their com-
bined fault probability could exceed the tar-
get. If this is the case, an iterative process is
followed in which the number of faults con-
sidered in the component with higher fault
probability is increased by one, thus decreas-
ing the probability of exceeding its expected
maximum number of faults for this cache.
Then, its fault probability and the total fault
probability are recomputed. If the latter is
below the target fault probability, the process
is completed, thus obtaining the number of
faults to be considered in each component.
Otherwise, the process repeats.

Once cache lines have been disabled
because of permanent faults, performance
decreases. Time-randomized caches break any
dependence of performance on the physical
location of faults. Instead, only their number
matters. We use PPbitfaulty and cache charac-
teristics to determine the number of faults to
consider for each cache memory. We then dis-
able that number of cache lines at analysis to
collect execution times as needed by MBPTA.

The location of cache lines disabled is
irrelevant, but their distribution across sets is
not. Given that the timing behavior consid-
ered during analysis must match or upper-
bound the timing behavior at deployment,9

we randomly pick the set in which cache lines
must be disabled during analysis so that their
distribution across cache sets is effectively ran-
dom, as it is expected to be at deployment.

Hardware requirements
Our approach toward considering the

potential impact of faults during analysis
in MBPTA-compliant hardware platforms
requires the following hardware support:

� Error detection and correction methods
in caches. Such support generally
exists in caches in the form of, for
instance, SECDED coding.

� Per-cache diagnosis support. Each
cache memory needs some support to
track error location and frequency. As
explained before, very small tables are
needed (for example, two-entry tables
with a few bits per entry to track set
and way number, and error counts),
as well as a counter to decide when to
reset those tables.

� A usable bit per cache line to disable
faulty lines. Although such bits must
be hardened to prevent them from
being faulty, thus increasing their
size, their cost is negligible given that
cache line size is typically in the order
of hundreds of bits.

� Per-cache registers to set up how many
permanent faults must be enforced by
the hardware. As such, fault counts
are typically small (typically one or
two faults), four bits per counter will
suffice.

� Per-cache support to randomly disable
a number of cache lines. If this support
is regarded as expensive, one could
devise a mechanism that lets the soft-
ware (that is, the OS) randomly
choose the lines to be disabled and
then disable them with specific
instructions that indicate in which
cache set of which cache memory a
line should be disabled.

Overall, the hardware modifications
required are minor and most of them are
already needed for functional correctness.
For instance, Intel Pellston technology
(which the Montecito processor uses) already
implements some sort of mechanism for the
first three features in the list above.20

Thus, the cost of enabling fault-aware
MBPTA is negligibly small. Still, the low-
level implementation details are beyond this
article’s scope.
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Other hardware resources
In general, other hardware resources such

as adders, register files, and decode logic,
might not be disabled without compromising
the processor’s functionality. Functional cor-
rectness can still be achieved if proper means
are in place. For instance, register files can be
SECDED-protected, and adders can work
with residue coding and pipeline flushing on
an error. We can account for the timing effect
of error DCDR for those features likewise for
cache memories. Regarding reconfiguration,
permanent faults can typically be tolerated by
decreasing operating frequency while keeping
operating voltage, so that those circuits that
no longer operate correctly because of degra-
dation can still operate correctly with an
extended cycle time. In this case, the
degraded hardware’s effect on pWCET esti-
mates forces us to determine analytically how
much operating frequency might need to be
decreased during processor lifetime and
obtain execution time measurements for
MBPTA at such a lower frequency.

Evaluation
We collected execution times with a cycle-

accurate, execution-driven simulator modeling

the processor architecture shown in Figure 2.
Typical operating frequencies in the CRTES
domain are low (for example, in the order of
500 MHz). We consider a hit/miss latency of
one cycle to DL1, IL1, DTLB, and ITLB. In
the event of a miss, the bus is accessed. The
bus latency is two cycles, once access is granted
to a core. The UL2 hit/miss latency is three
cycles, and memory latency (once access is
granted to a request) is 28 cycles.

We use the Embedded Microprocessor
Benchmark Consortium (EEMBC) Auto-
bench benchmark suite in this study.21

EEMBC Autobench is a well-known bench-
mark suite for some CRTES in the automo-
tive domain.

We consider the following fault-rate
scenarios:

� Low-harsh (LowH): 10�7 permanent
faulty bit rate PPbitfaulty

� �
and 10�4

transient faults per second PTbitfaulty

� �
being the operating frequency 500
MHz.

� Medium-harsh (MedH): PPbitfaulty ¼
10�6 and PTbitfaulty ¼ 10�3.

� High-harsh (HighH): PPbitfaulty ¼
10�5 and PTbitfaulty ¼ 10�2.

For instance, in the MedH scenario, we
expect that 1 bit every 1,000,000 bits
becomes permanently faulty during the pro-
cessor lifetime, and to experience one transi-
ent or permanent fault every 17 minutes.
Note that the permanent and transient fault
rates we use are similar or higher than actual
ones for existing technology,13,22 thus poten-
tially increasing the negative impact of our
approach in pWCET estimates. This impact
is still low despite those high fault rates.

Figure 3a shows the number of cache lines
to be disabled for each cache in each scenario.

Our results (not shown in this article)
show that the execution time collected for
each program when f cache lines are disabled
has the probabilistic properties required to
apply MBPTA. To that end, we have applied
two tests to determine whether the observed
execution times can be modeled with inde-
pendent and identically distributed random
variables.4

Figure 3b shows the pWCET estimate
increase obtained with the system’s MBPTA,
considering the DCDR impact of errors, as
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well as the degraded operation due to perma-
nent faults with respect to those pWCETesti-
mates obtained in the fault-free system.
pWCETestimates increase negligibly in most
cases because programs are not very sensitive
to the cache space available. Our approach
delivers pWCET estimates close to those on a
fault-free system, thus proving their tightness,
which will lead to efficient use of computing
resources and, thus, to low power and energy
requirements. Few programs (for example,
aifirf) are more sensitive to the cache space
available in some caches. Eventually, pWCET
estimates could be higher even with more
cache space available. For instance, canrdr has
a higher pWCET estimate in the LowH sce-
nario than in the MedH one. Those pWCET
estimates are trustworthy, but random effects
could make some higher execution times with
low probability of occurrence be actually
observed, and so pWCET estimates become
less tight. Furthermore, our approach is not
particularly sensitive to the particular cache
setup, because our setup already includes tiny
caches (DTLB and ITLB), medium caches
(DL1 and IL1), and large caches (UL2),
and the pWCET estimates’ increase is low
despite that.

Although we didn’t evaluate it, the diag-
nosis mechanism for classifying faults into
transient or permanent has been shown to
have roughly negligible power and area cost,
and to have no impact on execution time
(and therefore on pWCETestimates).19

Overall, the proposed platform delivers
probabilistically time-analyzable fault-toler-
ant CRTES, with pWCET estimates close to
those of fault-free CRTES.

I n this article, we have shown how to use
MBPTA and the hardware needed to

obtain trustworthy and tight WCET
estimates for safety-critical applications run-
ning on top of faulty hardware. We have also
identified how to consider the instant timing
impact of error detection, correction, diagno-
sis, and reconfiguration due to both transient
and permanent faults, as well as the impact of
degraded hardware due to permanent faults
in timing. Our results show how our
approach allows us to consider those faults
with low WCET degradation (14 percent

WCET increase in the LowH and MedH sce-
narios and 22 percent increase in the HighH
one). MICRO
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