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Abstract—Probabilistic Timing Analysis (PTA), especially its
measurement based variant (MBPTA), has shown to be compet-
itive with state-of-the-art timing analysis techniques. The use of
MBPTA to analyse the timing behaviour of safety-critical systems
rests on its ability to derive trustworthy WCET bounds. This
ability depends on the soundness of the MBPTA method per
se, as well as on the satisfaction of safety requirements placed
on the pseudo-random number generator (prng) that plays a
key role in the platform-level randomisation needed by MBPTA.
This paper presents the design of a low-area, low-power prng
that meets IEC-61508 SIL 3 safety requirements and allows for
seamless integration in a real-world multicore architecture. This
work enables the development and the IEC-61508 certification
of mixed-criticality systems that use MBPTA for deriving tim-
ing bounds for mixed-criticality software programs running on
multicore processors.

I. INTRODUCTION

With each cycle of innovation, Critical Real Time Em-
bedded Systems (CRTES) are confronted with increasingly
stringent requirements that challenge the continued viability
of the federated architecture paradigm conventionally followed
by industry. Consequently, several modern CRTES imple-
mentations already adopt integrated approaches where several
applications, frequently exhibiting different safety, security
and real-time characteristics, run together on a single sys-
tem. This emerging approach, where applications assigned
to different criticality and certification assurance levels share
the same computing platform, is generally referred to as
mixed-criticality system (MCS). The MCS trend is expected
to grow even more with the advent of multicore processors,
which are in fact considered true enablers for mixed-criticality
systems, providing increased benefits in terms of scalability,
advanced functionality, reduced amount of subsystems-wires-
connectors and overall cost-size-weight and power budgets.
These advantages encourage even the most reluctant CRTES
developers to venture considering the integrated multicore
mixed-criticality paradigm. In spite of this evidence, however,
several serious challenges related to the safety certification
of multicore approaches must be considered before endorsing
their unrestrained adoption.

Current safety certification standards, such as IEC-
61508 [1], address the integration of mixed-criticality systems
by requiring to prove that enough spatial and temporal inde-

pendence is provided among applications of different critical-
ity. While spatial isolation can be commonly warranted using
state-of-the-art solutions (e.g., MMU), temporal independence
at application level is contingent on the timing behaviour ex-
hibited by the underlying multicore processor, which is highly
complicated by the presence of interference from parallel
execution on the processor cores. Not surprisingly therefore,
the estimation of trustworthy timing guarantees on modern
multicore processors is an open technical challenge, which is
absorbing considerable research efforts [2], [3]. A common
design principle to deal with the uncertainties that multicore
architectures pose on timing behaviour, rests on adding con-
servative safety margins to the Worst Case Execution Time
(WCET) bounds computed in isolation, resulting in ineffective
use of the processor resources and with great difficulties at
providing sufficient justifications for the chosen margins.

Probabilistic timing analysis (PTA) [4], [5], [6], [7], [8],
[9], [10] techniques, in particular the measurement-based
variant (MBPTA), may aid in preventing this resource over-
provisioning. Probabilistic Timing Analysis derives WCET
estimates with an associated probability of exceedance, called
probabilistic WCET estimates (pWCET). MBPTA rests on
the premise that the timing behaviour of certain processor
resources is randomised and it is sustained by hardware
and software design principles that rely on the concept of
randomisation1 [12]. Randomisation especially helps dealing
with processor resources that exhibit highly variable response
time such as, e.g., caches. The design of a resource that
has randomised response time needs a built-in source of
randomisation, sor.

Some resources require using random data at every few
processor cycles, for example for random replacement in
caches or on-chip bus arbitration. This requirement raises
pressing needs for low-area low-power hardware sor and for
addressing the challenges entailed in achieving trustworthy
randomisation. Additionally, the very fact that the hardware
sor impacts the pWCET estimates derived for safety-related
software, causes it to become a safety-related item, with corre-
sponding safety-related requirements. Consequently, the hard-

1Randomisation can also be attained by software-only means. For instance,
the timing behaviour of caches can be randomised by randomly allocating
programs data and code in memory [11].
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ware sor has to conform with the applicable safety certification
standards. In this paper we focus on the IEC-61508 safety
standard [1], targeted to application-independent electrical,
electronic and programmable devices. Several domain-specific
standards stem from IEC-61508. It therefore follows that a
solution that complies with IEC-61508 should in principle
allow for comparatively simple extensions to domain-specific
derivatives of it.

In this paper we identify and address the requirements on
hardware sor, whose satisfaction allows MBPTA to be used
with safety-related software programs. This result paves the
way for the development and certification of mixed-criticality
systems that rely on pWCET estimates to assert that the timing
needs of the system are satisfactorily met. Our work specifi-
cally aims to meet the following three main requirements:

∙ Req1-HW: Embedded systems are subject to stringent
area and power constraints. A hardware sor should
therefore be implemented with low complexity, and
equally low area and power budgets.

∙ Req2-RAND: Preventing correlation among ran-
domised events is a prerequisite to correct use of
MBPTA [7]. A hardware sor must therefore deliver
long sequences of high-quality random numbers that
do not cause correlation patterns in the results, thus
achieving and preserving independence.

∙ Req3-SIL: To achieve IEC-61508 compliance in
mixed-criticality implementations that use a hardware
sor, its design must conform with the safety-related
principles that apply to the highest SIL in the system.

In this paper we evaluate the benefits that a hardware
sor provides as pseudo-random number generator (prng). This
prng is to be integrated in a multicore mixed-criticality system
that employs MBPTA for pWCET estimation. To this end,
we also make four key contributions to foster the applica-
bility of MBPTA for IEC-61508 compliant mixed-criticality
systems that employ modern multicore processors: (1) We
devise a prng, based on a linear feedback shift register,
LFSR, and propose a low-area low-power MBPTA specific
implementation of it (Section III). (2) We analyse the number
of sor required for a reference 4-core architecture in which
the timing behaviour of the caches, the TLBs, the on-chip
bus and the memory controller is randomised (Section IV).
(3) We study how a hardware prng can be made compliant
with IEC-61508 SIL 3, highest level that can be claimed for
single-chip implementations (Section V). And (4) we make an
evaluation of the proposed prng, showing that it achieves good
randomisation properties with negligible cost (Section VI).

II. BACKGROUND

This section provides basic background on MBPTA and
the IEC-61508 safety certification standard.

A. Measurement-Based Probabilistic Timing Analysis

MBPTA [7] allows determining a probabilistic upper bound
of the tail of the distribution of the worst-case execution
time (known as pWCET) of a software program running
on processors with complex performance accelerator features
(e.g., multilevel caches). The pWCET bounds (which in effect
describe the probability that a given threshold is exceeded)

can be set as commensurate with the needs of the application
domain. For avionics systems for example, the probability of
exceedance for a software program that has an execution rate
of 10 times a second, must be set in the region of 10−15 per
activation, for the probability of overrun to fall below 10−9 per
hour. MBPTA has been shown to be competitive with other
timing analysis techniques [3] and has been studied in the
context of avionics [8], [13] and automotive [14] domains.

One of the main MBPTA principles is to identify the hard-
ware and software ‘contributors’ to the program’s execution
time when running on a MBPTA-compliant platform. To apply
MBPTA, the ‘nature’ of those contributors, also known as
‘Sources of Execution Time Variability’ (setv), needs to be
understood. MBPTA divides the timing analysis of a software
program into two phases: Analysis and Deployment. In the
former, observations of program runs on the target processor
are collected. Those observations are used to obtain pWCET
estimates that must hold valid after Deployment, during system
operation. MBPTA addresses this need by providing assertive
evidence that the jitter for each setv captured in observation
runs collected during Analysis, safely upper-bounds the jitter
that those setv can cause after Deployment [15].

MBPTA classifies contributors as jitterless or jittery [15].
The former have constant latency, and hence the same contri-
bution on execution time at analysis and at deployment. The
latter can be upper-bounded such that, with proper hardware
support [16], they are enforced to operate on their worst latency
during Analysis. The jitter after Deployment is therefore lower
than the highest jitter captured at analysis. However, as the
pessimism incurred by such an approach may be high, it
must be applied only if the impact in the WCET estimates
derived can be proven sufficiently low. For the remaining
setv, randomising their timing behaviour helps deriving tighter
bounds than simply upper-bounding their latency. In particular,
randomisation is applied to resources whose jitter is difficult to
model with static (deterministic) analysis techniques and that
is too large to assume to always incur the worst-case duration.
Caches are the most prominent example of jittery resource with
a huge impact on the pessimism in the WCET bound and in
the complexity of accurate determination.

Randomising the timing behaviour of a setv (e.g., a hard-
ware resource) makes it exhibit a probabilistic execution time
distribution. Randomisation is designed such that the analysis-
time distribution upper-bounds that at deployment, so as to
ensure that for any exceedance probability of interest, the
latency at analysis time is no less than at deployment. Consider
for example a bus shared by 𝑁𝑐 cores, randomly arbitrated so
that at every round each core has a probability of 1/𝑁𝑐 of
being granted access to the bus. The measurements taken at
analysis see arbitration to always occur among 𝑁𝑐 cores. At
deployment instead, the bus is arbitrated among the cores that
have pending requests, hence ≤ 𝑁𝑐. This method ensures that
the analysis-time delay distribution experienced on contention
upper-bounds the distribution experienced at deployment. This
upper-bounding is probabilistic as the resulting delay is not a
fixed value but a distribution [17].

In order to allow the use of the probabilistic and statistical
methods at the basis of MBPTA, random events must be
independent. Therefore, the sor providing random numbers
used for each such event must provide them without corre-
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lation among randomised events (i.e., resource response time
here), thus achieving and preserving independence. MBPTA
requires that the collected execution times can be modelled
with independent random variables, which also are identically
distributed, so that a single upper-bounding pWCET curve
can be derived [18]. In order to use MBPTA therefore, the
execution time measurements must exhibit independent and
identically distributed (i.i.d.) properties.

B. IEC-61508 Certification Standard

IEC-61508 [1] is a generic international safety standard
for electrical, electronic, programmable safety-related systems,
which several domain-specific standards (e.g., automotive,
railway, medical equipment, industrial machinery, etc.) are
based on. It establishes root requirements for ensuring that
systems are designed, implemented, operated and maintained
in a manner that provides the required safety integrity levels
(SIL). The assigned SIL is a property of a safety function that
maps to four discrete levels ranging from 1 (least critical) to 4
(most critical). Each SIL is associated with a set of measures
to cope with both, systematic and random failures within the
corresponding level of safety. The former, systematic failures
(IEC-61508-4, section 3.6.6), are related in a deterministic way
to a certain cause and hence, they can only be eliminated by
a modification of the development proccess (i.e., design, man-
ufacturing, documentation, etc.). The latter, random failures
(IEC-61508-4, section 3.6.5), result from possible degradation
mechanisms in the hardware (e.g., ageing of components or
external interference) and occur at a random time.

Reducing the probability of systematic failures within the
entire life cycle of the system is a crucial concern of the
standard, which uses an appropriate Functional Safety Man-
agement (FSM). The standard also defines a set of safety tech-
niques to detect, tolerate and control errors during operation.

III. HIGH-QUALITY LOW-COST PRNG

Implementing a trustworthy random source is complex, not
only at hardware level but also at software level. The stringent
requirements on low-power and area pose hard constraints on
hardware solutions. Moreover, the need for reproducibility put
forward by verification and validation processes discourages
the use of true random sources.

Pseudo-random number generators (prng) have been stud-
ied in several fields, most notably cryptography, to approximate
the properties of sequences of random numbers [19]. Whereas
the generated numbers are not truly random – as they can
be completely determined from the initial set of values (a.k.a
seeds) with which the prng is fed –, they still show good
randomness properties.

In this section we describe the properties that a prng must
fulfill to be fit for use with MBPTA. We also describe the
design of one such PRNG with the required properties. To
this end, we single out a high-quality low-cost prng and adapt
it to meet our specific requirements in delivering as many bits
as needed for a MBPTA-compliant processor to use.

A. Sought Properties

To the best of our knowledge, no PTA-specific branch of
research presently differentiates among PTA techniques for
prng needs. In this paper we therefore state general prng

design principles. We begin by reviewing the main properties
that a prng must exhibit for use with MBPTA: period and
randomness.

Period. A prng provides a sequence of numbers whose
period must be long enough to ensure that either repetition
does not occur during system lifetime or, if it occurs, it does
after a time long enough for any potential correlation between
the outcomes of the system at different time instants to be
probabilistically irrelevant.

Randomness. Randomness should not be understood as an
all-or-nothing metric since it has variable degrees. The degree
of randomness of a pnrg is proven statistically by checking
the lack of meaningful patterns, repetitions, imbalance between
different values, etc. for a number of bit sequences generated
with the prng, so as to support the claim that sequences of
random bits produced by the prng exhibit the same properties
as those sequences generated by a truly random number gen-
erator. The quality of the randomness attained by the generator
can be measured with standard tests such as the one used by
the US National Institute of Standards and Technology [19].
Those tests are specifically designed to assess the sensitivity to
certain weaknesses of the prng as those described before. As
those tests are statistical, the choice of a pass/fail threshold,
a.k.a significance 𝛼, may cause them to fail sometimes, even
for sequences produced with a true random number generator.

Reproducibility. Reproducibility is not strictly required for
hardware sor but it is provided by construction by prng. This
occurs since, starting from one or several seeds, prng produce
a sequence of pseudo-random numbers. The (long) sequence
has a finite and fixed size before it repeats. The particular seeds
used for its initialisation determine the particular sequence
produced. Every time a new pseudo-random number is pro-
duced, the seed is updated automatically so as to determine the
next pseudo-random number. This process repeats until the full
sequence is produced and the new seed is the one set initially.
Hence prng provide reproducibility as a function of the initial
seed(s). Yet, randomness is attained because by using a random
seed (e.g., generated by software means), the starting point in
the full sequence of the prng becomes controllably random.
Using different seeds leads to different starting points, and
thus to uncorrelated random sequences.

The initialisation of the seeds has to be done conveniently.
In general, one can use random values (i.e. generated by
software means) to initialise a prng. A practical way to perform
that task is to delegate it to system software. System software
may set the seeds on its own at boot time by writing to
the addresses where seeds are mapped or prompt the user to
provide values for the seed, which is useful for the sake of
reproducibility. However, once the system is deployed, only
system software must have the privilege to set seeds.

Unlike reproducibility, which is obtained by construction,
period and randomness need to be quantified for any prng as
they determine the quality of the random numbers generated
with it. Next we introduce a particular prng and show how to
make it implementable. Its period, randomness and hardware
costs are discussed later in the evaluation section.

B. MBPTA convenient prng

Our building block for a hardware sor that produces a given
number of random bits at a time, is the Linear-Feedback-Shift-
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a) LFSR producing 1 random bit

b) LFSR producing 32 random bits

Fig. 1. 168-bit LFSR implementation (producing 1 & 32 bits).

Register (LFSR) [20] prng, which we deemed the most suitable
prng for quality and cost. The LFSR showed the highest pass
rate, jointly with the Multiply-With-Carry (MWC) [21] prng,
against the randomness tests provided by the US National
Institute of Standards and Technology [19].

The low area, time and energy budgets are decisive features
for prng to be embedded in systems subject to stringent area
and power constraints, even more so for multicore mixed-
criticality implementations whose major benefits are in those
non-functional dimensions. The LFSR was able to provide very
favourable features in that respect, for period (260 cycles vs.
2136 for the MWC), power (one order of magnitude less than
MWC) and delay. These characteristics of the LFSR prng are
further detailed in Section VI).

C. Linear-Feedback-Shift-Register prng

The baseline LSFR implementation produces one bit per
iteration (see Figure 1(a)). The LFSR consists of 𝑅 bits (168
in the figure), which constitute the seed. The actual value of 𝑅
determines the pnrg period and the feedback bits of the shift
register. In the remainder of this paper we use 𝑅 = 168 as
this is the largest value described in [20], and so the one with
the longest period before repetition. Note that the produced
random bit is the result of carrying out XNOR of some of
those 𝑅 bits. Every time a random bit 𝑏 is produced, the most
significant bit of those 𝑅 bits – 𝑅168 in the example – is
discarded. The remaining bits (𝑅167−𝑅1) are shifted left, thus
occupying positions 𝑅168−𝑅2, and 𝑏 is stored in position 𝑅1.

We propose changing the LFSR by replicating the XNOR
process 𝑛 times, which allows generating 𝑛 pseudo-random
bits (𝑏[𝑛]) at every cycle. The number (𝑛) of bits that can be
provided per cycle is limited by the lowest position of the
bits XNORed in the 1-bit version. For instance, as such bit
is in position 𝑅151 in the example, then up to 151 bits can
be produced per cycle given that the last bit produced out of
those 151 bits would use the bit in position 𝑅1 and the next
random bit will use as input one of the bits produced in this
cycle. Figure 1(b) illustrates the parallel version of the LFSR
when 32 bits are produced. As shown, XNOR gates operate

TABLE I. RANDOM BIT REQUIREMENTS IN REFERENCE MULTICORE.
SW STANDS FOR SOFTWARE AND HW FOR HARDWARE.

Resource Frequency Worst timing Level Bits required
of use requirements

IL1 RP 1 per run SW dependent SW 32
DL1 RP 1 per run SW dependent SW 32
UL2 RP 1 per run SW dependent SW 32

IL1 RR on a miss Every cycle HW 𝑙𝑜𝑔2(𝑁
𝐼𝐿1
𝑤𝑎𝑦𝑠)

DL1 RR on a miss Every cycle HW 𝑙𝑜𝑔2(𝑁
𝐷𝐿1
𝑤𝑎𝑦𝑠)

UL2 RR on a miss Every cycle HW 𝑙𝑜𝑔2(𝑁
𝑈𝐿2
𝑤𝑎𝑦𝑠/𝑁𝑐)
×𝑁𝑐

ITLB RR on a miss Every cycle HW 𝑙𝑜𝑔2(𝑁
𝐼𝑇𝐿𝐵
𝑤𝑎𝑦𝑠 )

DTLB RR on a miss Every cycle HW 𝑙𝑜𝑔2(𝑁
𝐷𝑇𝐿𝐵
𝑤𝑎𝑦𝑠 )

bus 1 per bus Every cycle HW 𝑙𝑜𝑔2(𝑁
𝑏𝑢𝑠
𝑐𝑜𝑛𝑡)

access
memory 1 per mem Every cycle HW 𝑙𝑜𝑔2(𝑁

𝑚𝑒𝑚
𝑐𝑜𝑛𝑡 )

controller access

on the same relative bits and produce 32 random bits (𝑏[32]);
bits in positions 𝑅136 − 𝑅1 are shifted 32 positions left, and
bits 𝑏[32] are used to update positions 𝑅32 −𝑅1.

The hardware implementation of a LFSR producing 32 bits
includes a register of 𝑅 bits (168 in the example). The longer
the register, the longer the period. Also 32 4-bit XNOR gates
operating in parallel are needed. The total delay is just the
addition of the XNOR gate delay and the register update.

IV. PRNG FOR MULTICORE PLATFORMS

We now present the design of a multicore processor includ-
ing prng units that meet the MBPTA requirements and keep
costs low by sharing them across the processor.

A. Multicore requirements

Our reference architecture has 𝑁𝑐 cores, each of which
comprises private first level instruction and data caches (IL1
and DL1). Both caches are set-associative and use random
placement (RP) and random-replacement (RR) [12]. Each core
has fully-associative data and instruction TLBs using RR.
Cores are connected to a partitioned second level cache unified
for data and instructions (UL2) [16] via a bus that uses random
arbitration [17]. The UL2 cache also employs RP and RR [22].
UL2 cache misses are sent to main memory through a memory
controller that has a request queue per core. Arbitration across
cores for that request queue is random, like for the bus.

The prng deployed by the RR policy and the random
arbitration needs to generate several random bits on every invo-
cation. For instance, RR needs some random bits to randomly
select the cache line to be evicted in the corresponding cache
set. The frequency at which a resource requires random bits
determines whether they can be generated with a software prng
or, alternatively, a hardware prng is required. Table I shows
the frequency and the number of random bits required by the
different time-randomised resources.

RP requires random bits once per run of the software unit
for which a pWCET estimate has been derived. The reason
behind this is because the mapping of addresses to sets, which
is determined by RP, is fixed during the execution of a program
and changes only across runs. Given that random bits for RP
are needed at such coarse granularity, they can be provided by
software (SW) means. The hash function used to implement
RP requires 32 bits. Note that each core will use its own set of
random bits for RP in the UL2 so that the placement used by
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each core is independent and one core can change its random
bits whenever needed.

RR, the access to the bus, and the memory controller, all
require random bits at much higher frequency. RR requires
random bits on every miss in the corresponding cache structure
as, in the event of a miss, a victim in the corresponding set
has to be randomly selected. Thus, the number of bits required
in every case equals 𝑙𝑜𝑔2 the number of ways of the cache
structure. As the UL2 is partitioned across cores, each core
needs its own random bits for RR in its own UL2 cache ways.
For instance, assuming a 8-way UL2 cache and 𝑁𝑐 = 4 so
that each core has 2 ways in UL2, 1 random bit would be
required per core to choose among its 2 ways, thus 4 random
bits in total for the UL2 cache. Finally, the bus and the memory
controller require 𝑙𝑜𝑔2(𝑁𝑐) bits for every round of arbitration.
Accesses can occur in consecutive cycles in caches, the bus
and the memory controller, so up to 72 random bits may be
required at every cycle in the worst case in the multicore. The
count of 72 bits includes 17 bits per core (as discussed below),
2 for bus arbitration and 2 for memory arbitration.

B. Sharing prng Modules

In principle, a single 32-bit number generated by the prng
can be shared among several resources. For instance, if 𝑁𝑐 = 4
and all DL1 and IL1 have 4 ways, TLBs have 64 entries and
the UL2 has 8 ways; the number of bits required are 2 in the
case of DL1 and IL1, 6 for DTLB and ITLB, and 4 for the
UL2 (1 per core). This totals 17 bits per core. Hence, in theory,
a 32-bit random number generated by a prng can be shared
among the different resources of one core, reducing the need
for prng devices. However, while prng are proven random by
testing the produced bit sequences conveniently [19], it must be
demonstrated that sharing a prng does not break randomness
by creating some type of undesired correlation. For instance,
first level caches require random bits much more frequently
than the UL2. This may affect the random bits UL2 is given
every time, which could create some type of correlation. In
order to avoid those correlations by construction we adhere to
the following two design principles.

Principle 1. Each core has its own prng, which is shared
across all its cache memories (DL1, IL1, DTLB, ITLB, UL2
partition), see Figure 2. Each component uses a fixed subset
of the bits (e.g., DL1 bits 0-1, IL1 bits 2-3, DTLB bits 4-9,
ITLB bits 10-15, UL2 partition bit 16). In order to avoid any
correlation between the events in the different components, a
new random number is produced every cycle. Thus, the bit-
stream obtained by each component is completely independent
from all other components and its randomness can be tested in
isolation 2 [19]. For instance, IL1 use the bits in positions 2,
3, 34, 35, 66, 67, etc., which are also random as shown later
in the evaluation section.

Principle 2. Randomly arbitrated shared components (e.g.,
the bus and the memory controller) need a prng producing

2Instead, one could buffer some random bits (e.g., 66) and let caches
consume them so that whenever there are less than 34 (enough to provide
17 bits in current cycle and 17 in next cycle), a new 32-bit random number is
produced. This saves power by producing fewer random numbers, but would
make almost impossible test the bitstream received by each cache as it cannot
be determined a priori. Still, one could argue that the bitstream received by
the task as a whole is random and correlation across different random events
due to the prng does not deny the MBPTA requirements [15].

Fig. 2. Multicore processor architecture used as reference.

random bits every cycle. Producing the random numbers on-
demand when a task requests access to a shared resource is
not convenient because it makes the bitstream observed by a
task on that component depend on other activities of tasks in
the other cores, which are unknown at analysis time. Those
components can use idle bits from one of the cores (e.g., bits
17-18 and 19-20 from core 1 for the bus and the memory
controller respectively). The use of a separate set of bits and
producing random numbers every cycle prevents correlations
as for non-shared components.

Following these design principles, in the reference proces-
sor architecture we employ 4 prng modules – one per core –
as depicted in Figure 2.

V. SIL 3 COMPLIANT PRNG

We now present a certification cognizant strategy to achieve
IEC-61508 SIL 3 compliance (the highest that can be claimed
for single-chip implementations) in our prng design. Some of
the safety requirements established in the standard are, to a
certain extent, associated with WCET analysis. For instance,
Annex F in Part 3 enumerates techniques to reduce the inter-
ference incurred by software programs of differing criticality
levels running on single computer systems (consisting of
a single or multiple processors with shared resources). For
freedom of temporal interference, vital in mixed-criticality
systems, it must be demonstrated that the timing requirements
for each software program are met in all circumstances. This
can be done, for example, by a static cyclic scheduler that
assigns each program an execution slot dimensioned according
to WCET analysis.

In a multicore architecture, in addition to run-after interfer-
ence3, software programs may suffer interference from parallel
execution occurring on other cores. In our reference architec-
ture, the use of partitioned cache [16] and time-randomised bus
and memory controller [23] has been shown to allow deriving
time-composable pWCET estimates that do not depend on the
contention for hardware shared resources caused by parallel
execution on the other cores [15], [13].

3This interference occurs due to time-sharing the CPU. When a task
preempted out of the CPU by another task, is resumed again, part of the
processor state it had left is lost due to the evictions caused by the preempting
task.
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Fig. 3. Safety architecture for the prng modules.

Besides the properties already required by MBPTA, safety-
related systems require the prng to comply with safety require-
ments. This is so because a prng’s malfunction can corrupt
the safe operation of the system by influencing execution time
and thus, invalidating the pWCET estimates derived for safety-
related software. This risk factor is of utmost significance when
applying MBPTA in mixed-criticality systems, as the schedul-
ing regime for the applications of different safety integrity
levels may be dimensioned in accord with the proceedings
of WCET analysis, as suggested in IEC-61508-3 Annex-F.
Consequently, the prng shall be designed and developed at the
highest SIL of the mixed-criticality system, unless risk analysis
can prove that a lower SIL is acceptable. This work therefore
contributes a prng design compliant with the highest IEC-
61508 SIL level achievable for single chip implementations
(according to IEC-61508-2 Annex E), SIL 3.

Our construction strategy starts by defining a fault hypoth-
esis (Section V-A) encompassing several safety assumptions
to elicit the faults to be addressed in system design. The
corresponding safety techniques to achieve the required degree
of failure detection are then determined (Section V-B). The
final step is defining how the system reacts in the presence of
errors detected in the prng (Section V-C).

A. Fault Hypothesis

The following general safety assumptions are made for the
prng in accordance with IEC-61508 SIL 3 requirements:

∙ The prng is developed with a SIL 3 Functional Safety
Management (FSM) compliant with IEC-61508.

∙ A single fault leads to the loss of the safety function
(Hardware Fault Tolerance (HFT) = 0) and the im-
plemented safety measures must provide a Diagnostic
Coverage (DC) ≥ 99%.

∙ The processor can fail in an arbitrary failure mode.

∙ The permanent failure rate is assumed to be in the
order of 10-100 FIT4 and the transient failure rate in
the order of 100,000 FIT.

∙ The prng provides long period and high randomness
properties (see Section III) and its quality is tested
according to appropriate tests [19].

∙ There is no correlation among randomised events.

Taking these assumptions into account, the following sub-
sections discuss how to reduce the probability, to detect and
to react to possible failures that may occur in the prng.

41 FIT = 10−9ℎ−1, meaning 1 failure per 109 hours of operation.

TABLE II. MEASURES TO CONTROL FAULTS IN THE PRNG DURING

OPERATION

ID Technique IEC-61508 DC Description
(part 7)

ST1 Monitored A.2.5 High 2 prngs with 2oo2
Redundancy voter comparison

Temporal Watchdog timer for
ST2 and Logical A.9.4 High behaviour and time

Monitoring monitoring

B. Safety Techniques

Safety measures and techniques defined in IEC-61508
must be applied to: 1) reduce the probability of systematic
faults; and 2) control faults during operation. The former
is realised by using a SIL 3 compliant FSM, thus reducing
the probability of systematic failures throughout the system
life cycle, thereby meeting the requirements of IEC-61508-2
Annex F for the avoidance of systematic failures on ASICs.
These requirements list the measures to be applied during
design, synthesis, placement, manufacturing, etc. of ASICs.
Additionally, only system software must have privileges to
initialise the seeds.

Control of faults during operation is enforced by perform-
ing a failure analysis (such as FMEA5) to identify the possible
failures and their effects. In our case, a failure in the prng
is considered dangerous if it impairs timing correctness. For
instance, a wrong number sequence can starve one or some
cores (e.g., by never granting memory access to a core). After
developing a complete FMEA, different safety techniques must
be identified to detect and control dangerous faults.

Table II provides an example of the most relevant diagnosis
measures to be applied for the prng achieving the required
coverage (DC ≥ 99%) and Figure 3 reflects the safety
architecture that implements them.The first safety diagnosis
technique, Monitored Redundancy (ST1 in Table II), may be
achieved by deploying two replicated prng and comparing
their outputs with a two-out-of-two (2oo2) voting element as
depicted in Figure 3. This means that both prng must operate
in coordination all the time. Any discrepancy in their outputs
will be detected and reported as an error by the voter. In this
situation, the required system reaction shall be triggered to
preserve system’s safety.

Moreover, to detect anomalies in the computation of ran-
dom numbers, a watchdog timer (WDG) is incorporated (ST2
in Table II). The WDG is configured with a time deadline that
shall never be reached. When the two prng are fed with a
new seed (𝑡𝑝𝑟𝑛𝑔0) the WDG timer starts a countdown and is
re-triggered at the time at which the result is obtained (𝑡𝑝𝑟𝑛𝑔)
provided that the computed number is different to that obtained
in the previous cycle. Whenever the WDG reaches its deadline,
an error is reported. This ensures that a new random number
is updated at every cycle, detecting unexpected delays in their
generation or voting errors.

Given that both prng need to coordinate in computing the
same random number sequence, they need to be initialised
with the same seed at the same time so that 𝑠𝑒𝑒𝑑0 equals
𝑠𝑒𝑒𝑑′0 in Figure 3. In order to prevent two identical faults
from affecting both prng simultaneously, design measures to

5The Failure Mode and Effects Analysis (FMEA) is a method to systemat-
ically identify potential failures, their causes and the resulting system effects
of all contributing elements within a system.
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TABLE III. SYSTEM REACTION TO ERRORS

ID Error System Reaction

SR1 Incorrect value Detected by 2oo2 voter.
in one prng Trigger a reset

SR2 Missing value Detected by 2oo2 voter.
in one prng Trigger a reset

SR3 Previous number Detected by WDG timer.
repetition in the result Trigger a reset

SR4 Missing value Detected by WDG timer.
in the result Trigger a reset

reduce the probability of common-cause failures shall also
be contemplated. Common-cause failures can originate from
external interference, systematic design failures, lack of spatial
separation, etc. Measures to reduce their probability may
include maximising separation and independence between both
prng and applying diversity by using, for example, different
types of logic and/or gates in each prng, or by designing
different bit cells to implement seed registers.

C. System Reaction to Errors

A set of possible errors in the safety architecture of Figure 3
and the required system reactions are listed in Table III. As
explained above, any fault resulting in dissimilar outputs of
both prng (SR1 and SR2 in Table III) is reported by the 2oo2
voting element. However, if both prng do not update their value
in the same cycle (SR3 in Table III) (for example owing to
simultaneous failure in both seed registers) the voter will not
notice it, leaving the diagnosis responsibility to the watchdog.
The same happens whenever a delay occurs in both prng or
in the voter, thus causing the absence of the random number
when required (SR4 in Table III).

Different system reactions are possible. For this design a
system reset is triggered in all the defined dangerous situations.
During reset and system initialisation, the system must remain
in the safe state as described in IEC-61508. Health check for
the prng must be carried out at start-up and the system is
allowed to start normal operation only if the check-up step is
successfully passed.

VI. EVALUATION

We now evaluate the sought properties of the LFSR prng
and we assess them based on the prng integration in a quad-
core multicore prototype.

A. LFSR’s Sought Properties

Area, Energy and Delay: We estimate the implementation
overhead of the proposed LFSR using the CACTI tool [24],
which is an accurate delay, energy and area model for cache
memories. The LFSR delay is very small: it fits in one cycle
even for very high operating frequencies (below 0.1ns in
65nm technology). Its energy is also very low: 2-3 orders of
magnitude lower than the energy required for a cache read
operation (0.08pJ per random number versus 24pJ per read
access for a 8KB 4-way 16-byte line cache). Moreover, a single
LFSR suffices to provide random bits to all components in a
core. Therefore, the LFSR energy consumption is negligible
even if it needs to be replicated to be SIL 3 compliant, as
shown in Figure 3.

Randomness: We use the test battery provided by the US
National Institute of Standards and Technology [19] to assess

the randomness properties of LFSR. LFSR passed 187 out
of the 188 tests for a set of 100 sequences of 400,000 bits
each6. Only the Linear Complexity test was failed. This test is
devised to determine whether random bits have been produced
by a LFSR. In particular, the test computes whether one bit
is produced as the combination of several others, which is the
case for a LFSR where each bit is produced by XNORing
several others as shown in Figure 1(a). Thus, although the
LFSR produces highly random sequences it cannot pass this
test. Interestingly, this weakness also is an advantage in that
it simplifies hardware implementation. Other prng provided
together with the test battery have also been studied for
comparison purposes and none of them achieved a higher pass
rate. LFSR has shown to be one of the highest-quality prng.

We have further validated that the subset of bits that each
component would receive (e.g., bits 2-3 for the IL1) also passes
the tests [19]. Results show that all subsets passed all tests
(including the one failed by the whole sequence). This occurs
because any arbitrary subset of a random sequence is still
random and the sub-sequences obtained by selecting some of
the bits break the dependence that made one test to be failed
for the original sequence.

Period: The period of the LFSR is particularly large. Given
a LFSR of 𝑅 bits producing 32-bits per cycle, it would repeat
the sequence after 2𝑅/32−1 cycles. In other words, assuming
𝑅 = 168, a processor operating at 1GHz, and the need
to deliver 1 random number per cycle, the random number
sequence only repeat in 3.7× 1032 years.

B. PRNG integration in a multicore prototype

We have integrated the proposed LFSR in a LEON3-
based [25] quad-core System-on-Chip (SoC) prototyped in an
FPGA. All LFSR required by the multicore in Figure 2 to
fulfill MBPTA requirements have been integrated in a single
hardware module (randbank) that is attached to the advanced
peripheral bus (APB) of the SoC. The randbank module has
a pool of 32-bit registers devoted to the initialisation of the
different seeds required to randomise multicore elements as
described in Section IV. There are two types of seeds: random
and fixed. Random seeds provide processor features with bits
that change at every cycle after initialization. Fixed seeds
keep the same value until it is modified by overwriting the
contents of the register. Therefore, random seeds are used
by the features gathered in Table I that require random bits
every cycle (e.g., RR policies of caches and bus arbitration).
Fixed seeds can be used for the cache placement as the same
cache layout must be kept for a given execution and it thus
requires random bits only once per run. As noted in Section IV,
the random bits for RP can be provided by software means
given the required coarse granularity. Consequently, in the
experiments reported here we analyse the RR policy of the
multicore prototype to evaluate the proposed LFSR prng and
thus, random seeds are used. The randbank seed initialisation
is carried out writing in a specific address of the APB address
space where this component is mapped to.

To evaluate randbank integration we have routed the LFSR
random bits to the L1 caches to carry out the replacement
in the data and instruction caches of the LEON3 processor.

6Note that the authors of the tests recommend using no less than 55
sequences of at least 390,000 bits each.
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Fig. 4. CDF for 1000 runs of the matrix benchmark.

Interestingly, the original processor already supports a RR
policy, but – as our experiments have shown – the bits used to
evict cache lines are not truly random. The EEMBC Autobench
benchmark suite [26], a well-known suite reflecting the current
real-world demand of some automotive embedded systems,
was run 1, 000 times with the RR policy, collecting execution
time results for each run. Figure 4 shows the empirical cu-
mulative distributed function (CDF) of the observed execution
times when using the RR policy and the random bits generated
by the LFSR. These experiments show the good properties of
the developed LFSR as the collected execution time values
were proven independent and identically distributed (i.i.d.) in
all benchmarks, following the i.i.d. tests described in [7]. In
contrast, the measurements collected with the default random
policy in the LEON3 processor failed those tests. In Figure 4
steps are caused by different (random) placements that may
lead different addresses to compete (or not) for the space in
some particular cache sets during the whole program execu-
tion. Variations within each step show smooth distributions
caused by the RR policy using the LFSR, as expected from
a good prng, which properly randomises each replacement
keeping events independent and identically distributed.

VII. CONCLUSION AND FUTURE WORK

In safety-critical real-time systems, meeting safety-related
deadlines is a paramount obligation. Unfortunately, the de-
sign and verification processes used to meet this requirement
usually incur considerable over-provisioning in consequent
of pessimism in worst-case execution time analysis. While
MBPTA provides an alternative to derive tight and sound
bounds, its compliance with safety certification standards
had not been demonstrated yet. This paper presents a low
complexity, area and power prng, the LFSR, that fulfills the
safety requirements of the IEC-61508 certification standard
with the ultimate goal of enabling the use of MBPTA on
mixed-criticality applications running on multicore processors.
Our results show that the LFSR prng produces high-quality
random numbers with sufficiently long period. This prng is to
be integrated in a multicore system that employs MBPTA for
pWCET estimation. To pave the way towards the certification
of mixed-criticality systems that employ MBPTA for pWCET
estimation, our ongoing work focuses on the evaluation of
the presented approach using an industrial mixed-criticality
application in a system whose overall safety must be assessed.
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