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1. INTRODUCTION
Higher performance than what current embedded processors offer will allow hard real-
time embedded systems to increase safety, comfort and the number and quality of
services in many domains such as avionics, space, automotive, off-road vehicles, power
plants, and automation [Wolf 2007; De Bosschere et al. 2007].

In the general-purpose computing market, high performance has been achieved in
the past by designing complex processors with long pipelines, out of order execution, or
with high clock frequency. However, in the design of hard real-time embedded systems
these techniques are never feasible: On the one hand, complex processors with out
of order execution pipelines suffer from timing anomalies [Lundqvist and Stenstrom
1999], which heavily complicates the computation of safe worst-case execution time
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(WCET) estimations. On the other hand, the high energy requirements of complex
processors running at high frequencies do not satisfy the low-power constraints and
cost limitations of common embedded systems. Therefore relatively simple single-core
processors are applied in real-time embedded systems, which are networked to up to
70 Electronic Control Units (ECUs) in a state-of-the-art passenger car.

Multi-cores provide high performance by placing multiple cores into a single chip.
The potential benefits of multi-core processors for real-time embedded systems are
multiple. First, providing higher performance than state-of-the-art processors will
allow future embedded systems to provide more functionalities. Second, if simple
cores are applied, these are easier to analyze. Third, multi-cores provide good perfor-
mance/Watt ratio, which is mandatory in embedded systems. And fourth, multi-cores
can maximize hardware utilization, reduce costs, size, weight, and energy consump-
tion by co-hosting applications with different requirements. Several ECUs may be com-
bined within one multi-core in the automotive domain, and – as demand of avionics and
space domains – the execution of mixed-criticality application workloads comprised of
hard real-time (HRT) and non hard real-time (NHRT) tasks will be enabled.

State-of-the-art multi-cores, however, have an important drawback which makes
their use difficult or even impossible in hard real-time embedded systems: it is hard
to perform WCET analysis due to inter-task interferences. Inter-task interferences ap-
pear when two or more tasks that share a given hardware resource try to access it at
the same time. To prevent conflicts, an arbitration policy is required then. It selects
which task gets the access granted to such shared resource, potentially increasing the
execution time of other tasks and consequently their WCETs. Therefore, the WCET of
a task depends on the inter-task interferences introduced by the co-running tasks. This
affects the timing composability, which is a key property of integrated systems archi-
tectures, such as Integrated Modular Avionics (IMA) in the avionics domain. Timing
composability means that the WCET behavior of individual tasks is not changed by the
composition when the system is integrated. If the WCET of an HRT task were depen-
dent on the co-running tasks, a change in any other task would require re-analyzing
and re-certifying the system, incurring in high costs. Hence, a major design goal for
a time analyzable multi-core architecture is to make the WCET estimations provided
for each task independent from the other tasks in the task set it may be co-scheduled
with, when the system is integrated.

In this paper we propose the MERASA architecture, a hard real-time capable multi-
core architecture with simultaneously multithreading (SMT) cores. The objectives of
the architecture are twofold: First, it must enable performing the WCET analysis using
current measurement-based [Rapita Systems Ltd. 2008] and static [Cassé and Sainrat
2006] analysis tools. We accomplish this requirement by designing the architecture
from a WCET point of view: The SMT core is enabled to simultaneously execute a sin-
gle HRT task in concert with up to three NHRT tasks. It provides full isolation within
a core such that the execution of the HRT task is never blocked by the NHRT tasks.
Moreover, the MERASA multi-core processor provides time bounded interaction be-
tween HRT tasks running on different cores. Thus it achieves timing composability. A
second major objective of our architecture is to provide good performance for the NHRT
tasks exploiting all resources not used by HRT tasks, which is obtained by deploying
SMT cores designed to fully isolate execution of the HRT task from the NHRT tasks
with respect to time analyzability.

This paper on the MERASA multi-core describes all solutions applied within the
SMT cores and at multi-core level to accomplish a hard real-time capable multi-core
processor. It shows how the solutions are composed to achieve the design objectives of
time analyzability and high-performance. The MERASA multi-core is the first and up
to now only hard real-time capable multi-core processor available as FPGA hardware
prototype, evaluated by simulations, modeled in a static WCET tool (OTAWA) [Cassé
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and Sainrat 2006], enhanced to enable usage of a measurement-based WCET tool
(RapiTime) [Rapita Systems Ltd. 2008], and evaluated by an industrial application, a
collision avoidance algorithm provided by Honeywell International. A short overview
on the MERASA processor architecture, its toolchain and results of a static WCET
analysis has been published in [Ungerer et al. 2010]. In this paper, we target multipro-
grammed workloads composed of mixed-criticality applications1. We do not cover the
execution of parallel HRT application: this is the main goal of a follow-up project called
parMERASA2. However, some preliminary works have been published in [Rochange
et al. 2010], [Paolieri et al. 2011], and [Gerdes et al. 2011].

Core level: Each core [Mische et al. 2010] is designed as in-order SMT processor
prioritizing one HRT over the up to three NHRT tasks. For time analyzability multi-
ple changes over standard SMT cores were necessary. The main characteristics of the
proposed core architecture are:

(1) An in-order superscalar pipeline as basis that combines good performance with the
ease of analyzability of the HRT task.

(2) Complete isolation of the HRT task from the other tasks by granting the highest
priority for every instruction of the HRT task in all affected pipeline stages (fetch,
issue, memory arbitration).

(3) A data scratchpad and a dynamic hardware-managed instruction scratchpad set
aside for the HRT task to ease WCET analysis.

(4) First-level caches for the NHRT tasks for high performance.
(5) Blocking instructions are avoided by a split-phase memory access and the imple-

mentation of long-running operations as interruptible microcodes.

Multi-core level: HRT tasks running on different cores have to access common
resources, in particular the memory, in a time-bounded style [Paolieri et al. 2009]. To
reach this goal the following contributions are proposed by this paper:

(1) A Real-Time Bus, in which the maximum delay an HRT task can suffer due to the
requests of other tasks is bounded.

(2) A multibank Dynamically Partitioned Cache where the data and instructions of
the different HRT tasks are put apart to prevent any interaction.

(3) An HRT capable memory controller for dynamic RAMs, which is shared among all
HRT and NHRT tasks. The HRT capable memory controller cannot suffer from
unpredictable refresh cycles that would lead to overestimation of the WCET.

(4) A WCET Computation Mode that allows the use of measurement-based WCET
analysis for a multi-core processor.

It is important to notice that the solution proposed for on-chip and off-chip resources
can be applied to I/O resources [Gerdes et al. 2011].

This paper is structured as follows: In Sections 2 and 3 we describe in detail the
MERASA core and multi-core solutions to provide time analyzability. In Section 4 and
5 we present the experimental environment and the results on evaluation of average
case performance, WCET and logic utilization of an implementation of the MERASA
multi-core. Section 6 summarizes the related work and finally Section 7 shows the
main conclusions of this paper.

2. CORE DESIGN
2.1. Core Design Overview
The main challenge at core level is to eliminate inter-task interferences that may hin-
der time analyzability of the HRT task. In fact, a WCET analysis of the HRT task

1Please note that each application is composed of a single task.
2www.parmerasa.eu
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Fig. 1. SMT core architecture with a 5-stage dual-issue pipeline

should be possible as if it were the only task running on the SMT core. Our design goal
is to minimize the WCET of the HRT capable highest priority task, while releasing as
many resources as possible for the execution of concurrent non critical tasks.

We decided to provide four thread slots3 (separate instruction pointers, instruction
windows and register sets per thread slot) within the SMT core and allow the simul-
taneous execution of one HRT task and up to three NHRT tasks. Evaluations showed
that the application of more thread slots only marginally improves the throughput
[Mische et al. 2008]. We further chose to base our SMT design on an in-order super-
scalar processor pipeline, because out-of-order pipelines complicate the design, hinder
WCET analysis and regarding SMT processors, the performance of in-order and out-
of-order pipelines is comparable [Hily and Seznec 1998].

The basic pipeline design (see Figure 1) resembles the TriCore processor of Infi-
neon Technologies, which is an in-order superscalar single-core processor (without
multithreading) that is widely applied in hard real-time automotive domains. Each
core implements two pipelines, an integer and an address pipeline. Both pipelines
consist of five stages, where the first two (Instruction Fetch and Real-Time Issue)
are shared while the last three (Decode, Execute and Write Back) are independent
for each pipeline. The instructions are issued in-order and two instructions from one
task can be issued in parallel, if an address instruction directly follows an integer in-
struction, otherwise the pipelines are filled by instructions from different tasks. The
MERASA core implements the Infineon TriCore’s instruction set [Infineon Technolo-
gies AG 2008] which allows us to use the TriCore toolchain.

2.2. Instruction Fetch and Real-Time Issue Stages
The tasks in the thread slots are scheduled by a fixed priority preemptive (FPP) al-
gorithm: each task has a fixed priority and the task with the highest priority that is
ready is executed. If there is a HRT task running on a core, it has the highest priority
while other NHRT tasks have lower priorities. The prioritization policy privileges the
HRT task in the Instruction Fetch stage, the Real-Time Issue stage and the Intra-Core
Real-Time Arbiter (see Figure 1).

3The term thread is more commonly used in the multithreaded processor domain and task in the real-
time domain. The thread slots of an SMT core may be filled by threads or tasks, however, we only consider
independent tasks in this paper.
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The Instruction Fetch stage is designed to guarantee that lower priority tasks do
not delay the HRT capable highest priority task. Fetch bandwidth and Instruction
Window size are chosen such that optimal execution of the highest priority task can
be guaranteed. The highest priority task only requires the full fetch bandwidth, if its
code occupies every pipeline in every cycle and if these instructions are of maximum
length. Evaluations in [Mische et al. 2010] showed that this is almost never the case.
Whenever the Instruction Window of a thread slot is full, the fetch logic tries to fetch
for the task with the next highest priority.

The Real-Time Issue (RTI) stage receives the fetched instructions from the fetch
stage and inserts them into the Instruction Window of the appropriate thread slot.
Then the RTI analyzes and assigns the instructions to the two pipelines. The RTI
issues instructions from the Instruction Windows by their priority. If the next instruc-
tion of the HRT task cannot be issued, an instruction of a lower priority task is issued
to the pipelines.

Additionally the RTI manages multi-cycle instructions. In order to enable the isola-
tion, multi-cycle instructions are implemented as interruptible microcode sequences.
This interruptibility is important, otherwise low priority tasks would delay higher pri-
ority tasks for several cycles, once they were able to start their microcode sequence.

2.3. Handling Memory Operations
If a memory access takes multiple cycles, single threaded processors stall the complete
pipeline until the access is completed. Such a behavior in a multithreaded processor
would prevent all other tasks from being executed, even the HRT task with the highest
priority. Hence, the Intra-Core Real-Time Arbiter (ICRTA) (see Figure 1) that serves
as memory arbiter has to issue memory accesses in the same prioritized order like the
RTI issues instructions. Additionally it must guarantee the complete isolation of the
HRT task.

We applied a technique called Split Phase Load. A load instruction is split into two
instructions, the address calculation and the register write back. When the RTI stage
recognizes a load instruction, it issues the first part of the instruction that calculates
the address in the Execute stage and forwards it to the ICRTA, which is responsible
for the access to the Real-Time Bus (see Section 3.1). Later when the ICRTA receives
the data, it notifies the RTI stage to issue the second phase of the instruction that
writes the data from the memory to the register set in the Write Back stage. When
writing to memory, the data word is transferred in conjunction with the address. As
nothing must be written back to the register set, the second phase can be omitted for
store instructions.

After issuing a memory operation to the first level memory, either a store or the first
phase of a load, the task is temporarily suspended from issuing further instructions.
When the memory instruction arrives at the ICRTA the address is saved in the ad-
dress buffer of the appropriate thread slot (there is one address buffer per thread slot
available). Whenever a memory operation is completed, the ICRTA scans the address
buffers in priority order and starts a memory operation, if there is a valid entry. At the
same cycle the ICRTA notifies the RTI stage to resume issuing instructions of the task
whose data word had just arrived. Depending on the kind of instruction the RTI stage
continues with the second phase of a load instruction or the next instruction after a
store.

There is another advantage of the Split Phase Load / Address Buffer technique:
it is possible to handle variable memory latencies. If the memory access is fast, the
second phase of the load is issued earlier, if it takes longer, the write back instruction
(respectively the next instruction after a store) is issued later. So memory accesses that
are delayed by other cores can be handled inherently.
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2.4. On-core Local Memories
To prevent inter-task interferences that disrupt the analyzability of HRT tasks, ac-
cesses to data and instruction memory of HRT tasks are separated from NHRT mem-
ory accesses. To that end, the architecture features first level data and instruction
caches for the NHRT tasks and first level scratchpads for the HRT tasks (see Figure 1).

Two local scratchpad memories are dedicated to the HRT task in order to reduce
the WCET for fetches and data accesses, because any memory access that is handled
locally does not use the bus and will not suffer inter-task interferences. A Dynamic
Instruction Scratchpad (D–ISP) [Metzlaff et al. 2008] loads the complete code of an
activated function dynamically on call and return. The dynamic content management
is necessary, since code often does not fully fit in the core local memories – especially
for multi-core processors with restricted on-chip memory sizes. In this case the D–ISP
can provide higher performance than static and software-controlled scratchpads. Eval-
uations show that the D–ISP performance is close to the performance of an instruction
cache, however the D–ISP provides a better time predictability [Metzlaff et al. 2011].

Furthermore, a Data Scratchpad (DSP) is used for the stack which is frequently
accessed and can be maintained locally. All the other data (like the heap data) is stored
in the higher memory levels (either in the Dynamically Partitioned Cache or – in case
of a miss – in the DDRx SDRAM memory device). By design the contents of the D–ISP
and the DSP are completely independent of the behavior of the NHRT tasks.

2.5. Dynamic Instruction Scratchpad
The D–ISP stores complete functions of the HRT task in a fast core-local scratchpad
memory. Therefore the D–ISP bundles all instructions of a function as one entity in
the scratchpad. Analogous to a cache line in a cache, a function can only be read or
replaced as a whole. The D–ISP loads instructions on demand and evicts parts of its
content if the free space in the scratchpad memory is not enough. This is in contrast to
conventional instruction scratchpads, which either use a static assignment or dynam-
ically load the code by software routines.

The penalty by dynamically loading the function is kept small and predictable. More-
over to ease WCET analysis it is ensured that data and fetch accesses cannot interfere
with each other within one core. The reason is that the operation of the D–ISP is two
phased: during execution of a function all fetch requests are handled by the D–ISP and
no data access can be delayed by any fetch request. During the function load phase the
D–ISP stalls the processor and therefore no data accesses can occur. Thus the time
analysis for fetches and data memory accesses can be done separately. If we could not
exclude such conflict, a higher worst-case memory access time for fetches and data ac-
cesses caused by the interference has to be taken into account. This would lead to a
quite pessimistic WCET estimation, since not all data memory accesses will conflict
with instruction memory accesses and vice versa.

The structural overview of the D–ISP is shown in Figure 2. It consists of a D–ISP
controller, the function memory, a mapping table, a lookup table, and a content stack.
The D–ISP controller contains a fetch control, the content management, and the con-
text register.

The fetch control handles the fetch requests and delivers the requested instructions
to the pipeline. Therefore the fetch control needs to be aware of the currently active
function and at which address in the function memory it is stored. The context register
is used to look up the currently active function address. It contains the address of the
active function in the native address space, its address in the function memory, and
the function size.

The main task of the content management is to ensure that the necessary instruc-
tions for the incoming fetch requests can be handled by the fetch control. Therefore
the content management checks on function activation (via call or return) the content
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of the function memory and stores the mapping information for the function into the
context register. The content management distinguishes two cases: either the function
is already present in the function memory or not. In case that the function is in the
function memory, the content management obtains the address and size information
from the mapping table which holds the native addresses, the function memory ad-
dresses and the sizes of all functions that are currently stored in the function memory.
The content management writes these information for the activated function into the
context register such that the fetch control is able to start serving fetch requests for
that function.

On function call, the function address is directly given by the target of the call in-
struction (calculated by the ALU in the address pipeline). Using this address the con-
tent management starts the lookup for an entry in the mapping table. On return, the
D–ISP controller has to determine the function address of the caller function itself.
This is not as simple as for calls, because the address of the return point is not the ad-
dress of the function (that is stored in the mapping table). To allow the determination
of the function address on return the D–ISP content management maintains a func-
tion address stack as helper memory – the so-called context stack which is depicted in
Figure 2.

To speedup function address lookup a special lookup-table assigns the mapping table
position to the function address. Its associative structure allows to lookup the entries
in parallel. If a function is found in the lookup table, the corresponding entry in the
mapping table can be accessed directly.

If a function is not found in the mapping table on its activation, the content man-
agement requests the needed blocks from the ICRTA. The ICRTA uses the Real-Time
Bus to obtain the requested blocks from the higher memory levels (either the Dynami-
cally Partitioned Cache or the DDRx SDRAM memory device). The received blocks are
copied by the content manager into the function memory. After all blocks are copied to
the function memory the context register is written and the fetch control triggered to
start function execution.

To load a function completely into the function memory the D–ISP content manage-
ment has to know its size. For determining the function’s size we chose to instrument
the functions. We created an instrumentation tool, that hooks into the compilation and
linking process of the application. The instrumentation tool adds a special instruction
at the beginning of every function in the application code, which encodes the function
length. Using this instruction the content management obtains the function size and
copies the appropriate number of bytes into the function memory. Since the D–ISP
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stores only complete functions it has to be at least as large as the largest function that
is intended to be loaded into the function memory. Functions that are not instrumented
or that are larger than the function memory will not be loaded into the D–ISP.

If the D–ISP content management loads a function that is larger than the unused
function memory space, it has to decide which part of the function memory has to
be overwritten. We propose the FIFO replacement policy for the D–ISP, since it is
implementable with a low hardware effort and also analyzable, although it is known
that it is not the replacement policy with the lowest miss rate. The implementation of
the FIFO policy in the content management is done by cyclic addressing of the function
memory space. Every fetch word is written to the address in the function memory
that is selected by a write-pointer, which is increased after write and reseted, if the
function memory address space is left. On overwriting the first fetch word of a function
in the function memory the corresponding mapping table and lookup table entries
are deleted, thereby the whole function is evicted. The address of the function that
is evicted next is easy to determine, because the address of the next write into the
function memory is known in advance.

For optimal usage of the D–ISP the programmer must be provided with Program-
ming Guidelines that state the size of the function memory of the D–ISP (all time
critical functions should be small enough to fit into the function memory) and the
size of the mapping table, which restricts the number of functions concurrently avail-
able in the function memory. We suggest a mapping table size of 128 functions, which
is large for an embedded application. Of course applications with more concurrently
active functions are supported, causing function eviction on table overrun. If the num-
ber of associative comparisons in the lookup-table is restricted to 32 instead of 128,
the function lookup can be performed within 4 cycles with a reasonable hardware ef-
fort [Metzlaff et al. 2011].

3. MULTI-CORE PROCESSOR DESIGN
In this section we focus on the design of the MERASA multi-core architecture, that is
shown in Figure 3. Each core is connected through a Real-Time Bus to a Dynamically
Partitioned Cache [Paolieri et al. 2009]. Such shared cache is interfaced through a
Real-Time Capable Memory Controller (RTCMC) to a DDRx memory device. Those
hardware shared resources are the source of inter-task interferences, and hence they
have been designed being real-time capable.

3.1. The Real-Time Bus
An on-chip bus is commonly characterized by a latency, that is the amount of time
required by the data to travel across the bus. When a request gets the access granted
to the bus, no other request can use it. An arbitration policy is required when two or
more requests try to access the bus simultaneously. In such scenario, one task will
delay the others (i.e. the bus is busy and so it cannot be used by the other tasks)
generating a bus interference.

In Figure 4 we show an overall picture of our Real-Time Bus, it is designed such that
it is possible to take into account the worst-case scenario in terms of bus interferences
during the WCET analysis. Our Real-Time Bus implements a two-level arbitration
scheme, composed of: Inter-Core Bus Arbiter (XCBA) that schedules requests from
different cores, and several Intra-Core Real-Time Arbiters (ICRTAs), responsible for
scheduling requests within each core (see section 2.2 for further details). The key factor
of our design is: it ensures that the delay a task can suffer due to the requests of any
other task is upper bounded.

In the MERASA architecture, cores send a request to the bus on (1) D–ISP fills,
(2) any load/store outside the DSP for HRT tasks, (3) every data cache load miss, (4)
instruction cache miss and (5) store operation for NHRT tasks. These requests are
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Fig. 3. General multi-core MERASA architecture

handled by the core’s corresponding ICRTA, which selects the next memory request to
be sent to the XCBA. The XCBA selects which core with a pending request can access
the bus. The requests from the different cores are stored in separated queues and the
XCBA considers only the top of such queues. Hence, the execution time, and so the
WCET of a task depends only on the number of cores and not on the total number of
requests from the other tasks that are ready and waiting to get the access to the bus
(as it would happen in case of a global queue shared among the cores).

In our architecture, and along this paper, we assume, without loss of generality, that
XCBA needs 1 cycle to select which request accesses the bus (labeled as A in following
figures), 2 additional cycles are necessary for the data to cross it (labeled as B in figures
and Lbus in equations) and 4 cycles to access a bank of the Dynamically Partitioned
Cache (an access to bank n is labeled Mn in figures and Lbank in equations).

Although not shown in Figure 4, our Real-Time Bus is full-duplex and so the same
approach is applied to the arbiter that controls the requests that are sent back from
the Dynamically Partitioned Cache to the cores.

In order to satisfy our second objective of achieving high performance, each ICRTA
has different bank request queues where the requests to the Dynamically Partitioned
Cache are stored. Each private bank request queue stores the requests based on their
target destination bank. Each queue contains the information about each memory re-
quest and the index to the data buffer entry that stores all the data corresponding
to such request. When a core sends a request, the ICRTA time-stamps it and inserts
it into its corresponding bank request queue. The ICRTA implements an arbitration
policy to select the next memory request that is going to be forwarded to the XCBA.
In particular, the ICRTA applies the following policies among requests from different
bank queues:
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Fig. 4. The Real-Time Bus

In the case of HRT tasks, to prevent timing anomalies [Lundqvist and Stenstrom
1999] that can be originated by an out of order execution, the requests are sent in
order by applying a FIFO policy. In case of NHRT tasks, the parallel out of order ex-
ecution of different cache requests that do not address the same bank is allowed, in
order to increase the overall performance. Hence a First Ready First Serviced policy is
used. Bus transfers wider than the bus bandwidth are split into several independent
requests that can be sent in non-consecutive bus slots.

Since the delay a task can suffer due to bus interferences depends on the bus arbi-
tration policy, in [Paolieri et al. 2009] we analyze the effect that different arbitration
policies applied to the Real-Time Bus may have on the WCET of an HRT task. The
XCBA enforces that a request from an HRT task cannot be delayed longer than a given
Upper Bound Delay (UBD), and we define formally such UBD. Throughout this section
we assume that each task has its own private memory controller, so different tasks do
not interact accessing the memory; hence tasks are only affected by bus interferences.
In Section 3.2 we complete our study considering also the effects of a shared cache.

When multiple HRT tasks are running simultaneously inside the processor, it may
happen that two or more requests from different HRT tasks try to access the bus at the
same time. By applying a round robin arbitration policy, the maximum delay a request
from an HRT task can suffer is bounded by the total number of HRT tasks that can
send a request concurrently. Figure 5(a) shows an example of such worst-case scenario
that occurs when two different HRT tasks issue two requests at the same time. In this
case, an HRT task HRT2 must wait until the previous request from HRT1 finishes.
The maximum delay HRT2 suffers, is: UBDHRT

BUS = (NHRT − 1) · Lbus, where NHRT is
the number of co-running HRT tasks which is upper bounded by the number of cores.

In addition to that, it may happen that the request from the HRT task arrives just
one cycle after one request from a NHRT task (i.e. it got already granted the access
to the bus). In such scenario, the request from the HRT task will be delayed by the
request from the NHRT task (see Figure 5(b)). The maximum delay that a request
from the HRT task can suffer due to a NHRT request is upper bounded by the following
expression: UBDNHRT

BUS = Lbus − 1
Our multi-core processor implements a round robin bus arbitration policy between

HRT tasks and prioritizes them over NHRT tasks. The maximum delay is determined
by the combination of the effects of the requests coming from HRT tasks and NHRT
tasks:

UBDBUS = UBDHRT
BUS + UBDNHRT

BUS = Lbus − 1 + (NHRT − 1) · Lbus (1)
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(a) Worst-case scenario between two HRT tasks (b) Worst-case scenario between NHRT & HRT
task

Fig. 5. Example of interference accessing the bus

That can be simplified as follows:

UBDBUS = NHRT · Lbus − 1 (2)

We want to highlight that the NHRT is the number of HRT tasks running at the same
time inside the processor (which is upper bounded by the number of cores) and not the
total number of HRT tasks that compose the system.

3.2. The Dynamically Partitioned Cache
In this section, we add to our analysis the study of the interferences caused by a shared
cache. The use of shared memories in multi-core systems introduces unpredictable
and not analyzable worst-case behavior due two factors: bank access interference and
storage interference.

Bank Access Interference: Caches are normally partitioned into multiple banks
in order to enable parallel accesses: different memory operations can access different
banks simultaneously. However, a bank can only handle one memory request at a time.
When a bank is serving a memory request, this bank is inaccessible to any other re-
quest for an amount of cycles equal to the bank latency. So, if two memory requests
try to access the same bank simultaneously, the XCBA avoids any conflict by delaying
the second access. This kind of effect, called bank interference or bank conflict, may
introduce variability in the execution time of a task.

Storage Interferences: Storage interferences appear in shared caches when one
task evicts useful data of another one, causing a potential delay the execution time
of the second task (with respect to execution in isolation) due to additional misses
originated. Such behaviour makes the WCET analysis harder or even infeasible.

Bankization: Our solution is the use of cache partitioning, that is a well known
technique that can eliminate completely storage interferences by splitting the cache
into private partitions, each of them assigned to a different task. Our mixed workload
environment can benefit from cache partitioning: Storage interferences between HRT
tasks are avoided by assigning them different partitions of the cache, while NHRT
tasks can share the same part of the cache.

To exploit parallelism between different memory operations, shared caches are phys-
ically partitioned into banks. We take advantage of this design choice, to implement
our Bankization partitioning technique. With Bankization, each task is assigned a
subset of the set of banks that no other task can use. By using a simple bit vector,
we can specify the set of banks assigned to a given task. Whenever a cache access is
performed the bit vector is used to determine which is the target bank of the access.
A given range of bits of the memory address is used to select the destination bank.
Since Bankization assigns a subset of the cache banks to a given task, it is necessary
to remap the destination bank of a memory request to one of the banks assigned to the
task.

The additional hardware necessary to implement Bankization into our Dynamically
Partitioned Cache, is based on a Bank Remapping Unit (BRU) that computes the tar-
get cache bank given the task identifier and the memory address. The BRU simply

ACM Transactions on Embedded Computing Systems, Vol. V, No. N, Article A, Publication date: 2013.



A:12 To appear in TECS

changes the bits used to select the destination bank. In particular, it is composed of a
small table having few entries (as many as cores). The assignment of tasks to banks
can be changed dynamically at run-time by modifying the content of such table. The
table inside the BRU is updated by the RTOS based on the subset of banks assigned
to each task. The remapping table is indexed by the task id and the original bank id of
a memory request. The BRU output is the new bank id.

With Bankization we prevent both storage and bank access conflicts, so the UBD
can be computed with Equation (2).

3.3. The Real-Time Capable Memory Controller
A DDRx SDRAM memory system [Jacob et al. 2008] is composed of a memory controller
and one or more memory devices. The DRAM memory controller is the component that
controls, by using different commands, the off-chip memory system acting as the in-
terface between the processor and memory device, while the memory devices store the
data.

Our Real-Time Capable Memory Controller (RTCMC) design [Paolieri et al. 2009] is
the result of an exhaustive analysis of the UBD introduced by memory interferences,
considering the generic timing constraints defined in the JEDEC standard [JEDEC
Solid State Technology Association 2008]. The RTCMC implements a round robin pol-
icy among HRT tasks so inter-task interferences are upper bounded based on the max-
imum number of tasks that can access simultaneously the memory (i.e. the total num-
ber of cores). It also prioritizes HRT tasks over NHRT tasks so the effect of NHRT
tasks on the WCET estimation is reduced. Moreover, in order to isolate intra-task
interferences (originated by requests of the same task) from inter-task interferences
(originated by requests of different tasks), our memory controller uses a private re-
quest queue per task. By doing this, the RTCMC prevents any interaction between the
requests of different tasks. Therefore, the maximum delay that a request can suffer
because of other requests depends only on the number of queues (cores), i.e. NHRT − 1.

The RTCMC uses an interleaved-bank address mapping scheme: every memory
request access is split into an access to every bank (this paper considers a 4-bank
DRAM device), so DRAM commands can be effectively pipelined. In addition to that,
the impact of interferences is further reduced by using a close-page policy with auto-
precharge.

The requests that the different cores issue to the memory are characterized by the
Request Inter-Task Delay and the Request Execution Time. The former represents the
delay the memory request can suffer — due to interferences with other requests gen-
erated by co-running tasks executing on different cores — before getting the access
granted to the memory device. The latter identifies the time it takes for the request to
be executed, once it is ready and it cannot suffer interferences with the other tasks.
We defined an analytical model to compute an Upper Bound Delay for the memory
(UBDMEM ) that bounds the Request Inter-Task Delay. Taking such UBD into account
during the WCET analysis of an HRT, the WCET estimations will be independent from
the rest of the co-running tasks. Timing composability is hence ensured.

As shown in [Paolieri et al. 2009], UBDMEM is defined by the following Equation
(3), in which tILWORST is the worst-case Request Inter-Task Delay.

UBDMEM = UBDMEM−NHRT + UBDMEM−HRT = NHRT · tILWORST − 1 (3)

3.4. WCET Computation Mode
In order to consider the UBD of each shared resource, UBDMEM for the memory and
UBDBUS for the shared bus, during the measurement-based WCET analysis we ex-
tend our processor with a hardware feature called WCET Computation Mode [Paolieri
et al. 2009]. In this execution mode, each HRT task is run in isolation: On each access
to a shared resource (both the on-chip shared bus and the DRAM memory controller),
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the processor artificially delays that access by the maximum time that a request from
an HRT task can suffer because of inter-task interference, UBDBUS for the bus and
UBDMEM for an access to memory. The WCET Computation Mode only requires know-
ing the number of HRT tasks that run at the same time on the processor. As a conse-
quence, the resulting WCET from the profile of this execution delivers an upper bound
of the execution of the HRT task when it runs in Standard Execution Mode together
with other tasks sharing processor resources. This satisfies the timing composability
for the task set. Once a WCET estimation has been obtained for each HRT task, the
processor is set back to Standard Execution Mode, in which no artificial delay is intro-
duced.

When running in Standard Execution mode instructions that access shared re-
sources may be executed before their estimated WCET, since they are not always suf-
fering the worst inter-task interference scenario. In [Andrei et al. 2008; Rosen et al.
2007] it has been formally proven that executing an instruction before its estimated
WCET is safe. As a consequence, the WCET estimation provided by RapiTime, is a
valid upper bound for the execution time of the HRT tasks when they run in the multi-
core processor sharing resources with other tasks.

The UBD artificially introduced by our WCET Computation Mode is computed us-
ing Equation (2) and (3) respectively for the shared bus and for the main memory. The
UBD depends on the total number of HRT tasks running simultaneously in the pro-
cessor, i.e. upper bounded by the number of cores. Thus, a different UBD value is used
by the WCET Computation Mode depending on the number of HRT tasks the analyzed
task is going to be co-scheduled with; hence, resulting in different WCET estimations.
An HRT task that is co-scheduled with N − 1 HRT tasks, is analyzed using a WCET
Computation Mode of N , which results in a WCET estimation WCETN .

Our WCET Computation Mode allows analyzing each HRT task in isolation, i.e. in-
dependently from the particular task set in which that task is going to be scheduled.
For every HRT task we build a WCET-matrix. The WCET-matrix has as many entries
as the product of the number of WCET Computation Modes by the number of cache
partitions a task can be assigned. In our baseline, we have a total of 64 configurations,
4 WCET Computation Modes times 16 cache configurations (recall that in our case we
can assign from 1 to 16 banks to each HRT task). This WCET-matrix can be computed
in isolation for each HRT task. This process can be easily automated, in fact we do so
to run the experiments of this paper. The WCET-matrix can be used by the allocation
algorithm to select the best assignment of resources for the tasks in the tasks set as
we have shown in [Paolieri et al. 2011].

The WCET Computation Mode can be used to perform WCET analysis using
measurement-based approaches, while to support a static WCET analysis it is nec-
essary to model the shared resources, e.g. by enforcing each request to suffer a delay
equal to UBD cycles.

4. EXPERIMENTAL SETUP
4.1. MERASA Architecture Simulator
All experiments presented in this paper were carried out using an in-house cycle-
accurate, execution-driven simulator running TriCore ISA binaries with support for
the measurement-based WCET tool RapiTime.

The simulator models the MERASA architecture composed of up to four SMT cores.
Each core implements an in-order dual-issue pipeline, and can be configured to provide
up to four threads slots, allowing to execute one HRT task and up to three NHRT tasks.
Concretely, each core has the following characteristics: 5-staged pipeline, no branch
prediction, a fetch bandwidth of 8 byte per cycle with up to 4 instructions. The size of
the instruction window is 24 bytes (containing 3-12 instructions) per thread slot. The
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total number of registers is 32 for each thread slot: 16 registers for the data and 16 for
the address pipeline.

In order to prevent uncontrolled inter-task interferences, each core implements a
D–ISP and DSP for the HRT tasks and a first level data and instruction cache for the
NHRT tasks. The size of the D–ISP is 16KB, and all application code can be mapped
into the scratchpad, so no eviction is necessary. To quantify the impact of the dynamic
content management of the D–ISP, Section 5.1 evaluates the effect of the replacement
policy by varying the size of the D–ISP. The DSP, which contains the stack, has a size
of 16KB such that the stack can be mapped completely into the DSP. The size of the
instruction and data cache is 16KB for each. They are configured as a 4-way, 1-bank,
8-byte per line cache with 1 cycle access, write-through write-not-allocate policy and
LRU replacement policy.

Each core, has access to the Dynamically Partitioned Cache through the full duplex
Real-Time Bus. The Dynamically Partitioned Cache is organized in banks in order to
avoid storage interferences, implements the bankization partition technique with a
size of 128KB, 16-way, 16-banks, 32-byte per line, 4 cycles access, write-back write-
allocate policy, LRU replacement policy. The total number of cycles for L2 hit is 9. A
private cache partition is assigned to each HRT task and it contains the heap. NHRT
tasks share the same cache partition which acts a second level cache.

Our simulation framework also models in detail our RTCMC interfaced to a DDR2-
400B JEDEC-compliant 256Mb x16 DDR2 SDRAM devices composed of a single
DIMM, single rank and a single 4-banks memory device. We assume a CPU frequency
of 800MHz, being a CPU-SDRAM clock ratio of 4. The DRAM memory system is mod-
eled using DRAMsim [Wang et al. 2005], which we integrated inside our simulation
framework. DRAMsim is a well known C-based memory system simulator, highly-
configurable and parameterizable that implements detailed timing models for different
type of existing DRAM memory systems.

Finally, in order to consider the UBD of both, the Real-Time Bus and the RTCMC, on
the WCET estimation, the simulator implements the WCET Computation Mode, which
allows to use WCET analysis tools already used in single-core systems in multi-core
systems without any change. As a matter of example, we used RapiTime for providing
WCET estimation of the HRT tasks. In case of static analysis tools, it is only required
to model a single core with the timing model of the WCET Computation Mode for
shared resource access, instead of considering the whole multi-core system including
inter-core interferences.

4.2. Benchmarks
Benchmarks were selected to evaluate mixed-criticality application workloads, i.e. ap-
plications with and without real-time constraints running on the same system. For the
evaluation we used several benchmarks that are representative in both domains. To
yield Infineon TriCore binaries the benchmarks were compiled with the commercial Al-
tium TASKING compiler [Tasking 2005]. All benchmarks are independent tasks that
can be executed concurrently.

Hard real-time applications: As HRT tasks we use benchmarks from the EEMBC
AutoBench benchmark suite and small selection of applications from the Mälardalen
and MiBench benchmark suites for the evaluation of the core memory hierarchy. In
order to be representative of future HRT applications we increased the EEMBC mem-
ory requirements (enlarging the input data set, and without modifying the source code
of the benchmarks). Moreover we have classified EEMBC benchmarks in Table I into
three different groups according to their accesses to shared resources, i.e. according
to their memory requirements: memory-intensive demanding group (labeled as High),
medium memory-intensive demanding group (Medium) and a non memory-intensive
demanding group (Low).
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Table I. EEMBC Benchmark Classification by Memory Requirements

Memory Demand Benchmarks
High aifftr01, aiifft01,cacheb01
Medium aifirf01, iirt01, matrix01, pntrch01

Low a2time01, basefp01, bitmnp01, canrdr01, idctrn01,
puwmod01, rspeed01, tblook01, ttsprk01

In addition to the benchmarks, we use an industrial HRT application provided by
Honeywell International: The collision avoidance application is based on an algorithm
for 3D path planning used in autonomous-driven vehicles and airplanes to process
the frames captured by on-board cameras and to build the path to reach the target
points while avoiding any obstacles. It requires high-performance with high-data rate
throughput and underlies HRT constraints.

Finally, in order to study the impact of memory interferences on WCET estimations,
we designed a memory-intensive synthetic benchmark called opponent in which each
instruction is a store that systematically misses in the Dynamically Partitioned Cache
and so it always accesses the DRAM memory system. Thus, HRT tasks that are co-
scheduled with such task will suffer the maximum impact on their execution time.
However, we cannot ensure that the opponent represents the worst-case scenario, be-
cause it does not represent the worst-case memory interference scenario that an HRT
task could suffer. In fact, building an application that represents the actual worst-case
opponent is hard as it depends on every particular HRT task under study, requiring a
high effort to be built and verified.

Non real-time applications: As NHRT tasks we use benchmarks from Media-
Bench II, SPEC2006 CPU and MiBench Automotive benchmark suites which competes
against HRT tasks for processor’s resources. From MediaBench II we use mpeg2dec,
from SPEC CPU2006 bzip2, from MiBench Automotive qsort and susan. Based
on these benchmarks we composed two different NHRT workloads with 2 tasks: a
memory-intensive pair mpeg2dec - qsort, which frequently misses in the Dynamically
Partitioned Cache and so generating inter-task interferences in the memory system;
and a CPU-intensive pair susan-bzip2.

5. EVALUATION RESULTS
From the core design point of view, we evaluate the reduction of off-core memory re-
quests for the HRT task when using both D–ISP and DSP, and we expose the data
that supports some of the design decisions in our design space exploration of MERASA
architecture. From the processor point of view, we study the impact that inter-task in-
terferences have on WCET estimation of HRT tasks, as well as the impact that HRT
tasks have over NHRT tasks.

5.1. Reducing Off-Chip Memory Usage with Scratchpads
The DSP and D–ISP allow to effectively reduce the number of off-core requests, leading
to a lower execution time and a reduction of contention on the Real-Time Bus. It also
reduces the number of off-chip memory-accesses reducing the contention in the off-chip
memory bandwidth.

Figure 6 depicts the normalized memory bandwidth needed by the set of benchmarks
from the EEMBC AutoBench (rspeed, ttsprk and the average over all AuoBench ap-
plications labeled as Avg.), the Mälardalen benchmark suite (ADPCM, Compress) and
MiBench (Dijkstra). Each benchmark is executed as HRT task, considering three dif-
ferent memory configurations: (1) DSP only, so instructions are fetched directly from
SDRAM memory; (2) D–ISP only, so the stack is contained in SDRAM memory; and
(3) using both D–ISP and DSP. The data shows that using the DSP only the memory
bottleneck is reduced by around 10% for most benchmarks. In case of EDN, the usage of
the DSP reduces the memory bottleneck up to 30%. When adding an D–ISP, with the

ACM Transactions on Embedded Computing Systems, Vol. V, No. N, Article A, Publication date: 2013.



A:16 To appear in TECS

Fig. 6. Normalized used off-chip memory bandwidth with DSP, D–ISP and DSP & D–ISP with respect to
not having any type of local memory (scratchpad).

size of the code such that no eviction takes place, to the DSP the shown benchmarks
can reduce their needed memory bandwidth by at least 50%. For the average over all
EEMBC benchmarks 60% bandwidth reduction is reached. Reducing the needed off-
chip memory accesses by using the local scratchpads lowers the WCET as inter-task
interferences are avoided, and fewer time consuming bus accesses are necessary.

Whereas the Figure 6 shows the maximum possible reduction of the used off-chip
memory bandwidth by the D–ISP and DSP the Figure 7 depicts the penalty which is
introduced if the D–ISP has a size smaller than the code size and thus eviction takes
place. The figure shows the fetch cost in cycles needed when executing the benchmark,
which are normalized to the case that every instruction is contained in a scratchpad
before benchmark execution. So the normalized fetch cost of 1 cannot be reached since
the code has to be copied into the D–ISP while benchmark execution, which needs ad-
ditional fetch cycles. Because the CPU-SDRAM clock ratio is 4 a normalized fetch cost
of 4 represents the case that the whole benchmark is executed from the SDRAM mem-
ory. To compare the behavior of the different benchmarks, we normalized the D–ISP
size to the size of the benchmark, such that for the normalized size of 1 the whole
benchmark fits into the D–ISP. In this case the depicted overhead due to the D–ISP is
caused by loading the functions once into the D–ISP.

Since the D–ISP size has to be at least as large as the largest function in the bench-
mark the leftmost data for the different benchmarks presented in Figure 7 marks the
size of the largest function in the code. For this configuration thrashing can be ob-
served which even could lead to the fact that the D–ISP performs worse than if no
on-chip memory is used, like for ttsprk (with a normalized fetch cost of 27.9).

The reason for the thrashing is the frequent reloading of functions and the fact that
always the complete function has to be loaded – no matter if only a small part of it
will be executed. It occurs if a function is nearly equally sized as the D–ISP, caus-
ing the eviction of every other function that is maintained by the D–ISP on its load.
Also smaller functions will evict the largest function on their execution. To suppress
the costly reloading of the largest function, the scratchpad size has to be increased.
Increasing the D–ISP size beyond the size of the largest function leads to a close to
optimal fetch cost that is shown in Figure 7.

The specific ratio of D–ISP size and code size where the D–ISP performs best de-
pends on the code structure of the application. The EEMBC Benchmarks (rspeed and
ttsprk) have a characteristic gradient of the fetch cost: the lowest D–ISP size leads
to thrashing, whereas the next most larger size leaves to nearly optimal fetch cost.
This is caused by the structure of the EEMBC application code: one function is very
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Fig. 7. Normalized fetch cost with varying D–ISP sizes. Normalized to the case that the whole code in in a
scratchpad before its execution and the size of the application.

large (with respect to the code size) and the benchmark has a flat call hierarchy. To
also inspect deeper call hierarchies and more balanced function sizes, we used a small
subset of the Mälardalen and the MiBench benchmark suites. As shown for ADPCM or
Compress the benefit of the D–ISP increases when the D–ISP size gets larger and more
functions can be maintained by the scratchpad at once. The fetch cost saturates if ei-
ther all functions can be hold in the D–ISP or active patterns in the call hierarchy (like
a set of functions called within a loop) are executed without eviction.

The DSP complements the D–ISP that is based on the granularity of functions, since
the DSP holds the stack data used by the parameters, return values and local variables
of functions. Therefore the core architecture encourages the usage of functions in the
application code for reducing the WCET of the HRT application. For an efficient usage
of the D–ISP the functions in the code should be preferably equally sized, because func-
tions nearly as large as the scratchpad size may cause thrashing and reduce overall
(worst-case) performance of the application.

5.2. Multi-Core Processor Design Point Decision
As part of our research we performed a design space exploration to determine the
architectural parameters, in particular the maximum number of NHRT tasks running
on each core.

Figure 8 depicts the normalized IPC throughput of the MERASA multi-core proces-
sor configuring it as a single-, dual-, and quad-core processor with one to five thread
slots running various EEMBC AutoBench benchmarks. The results show an increment
in the overall throughput for all three processor versions when considering up to four
thread slots. However, when increasing the number of thread slots to five slots, the
overall throughput is reduced significantly. This reduction is considerably higher for
the dual- and quad-core configuration than for the single-core version and results from
the contention on the shared bus, concretely on the ICRTA and XCBA components (see
Figure 4).

Therefore, the contention suffered due to shared resources between the different
NHRT tasks in the thread slots limits the performance benefits obtained from the idle
cycles introduced from other tasks. Hence, we have chosen our design supporting one
HRT task and three NHRT tasks per core, i.e. offering four thread slots per core.

To quantify the maximum performance of the NHRT tasks that benefit from the
resources not used by the highest priority HRT tasks, we analyzed their IPC through-
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Fig. 8. Normalized IPC for different number of cores and thread slots configurations

put. We composed workloads with four tasks, two HRT tasks and two NHRT tasks
running on a quad-core processor. As HRT tasks we use the two different memory de-
mand groups: memory-intensive and CPU-intensive. We study the throughput of the
NHRT tasks when they run simultaneously with other HRT tasks, normalized to the
case when the NHRT tasks run with no other HRT tasks at the same time.

For memory-intensive NHRT tasks the normalized throughput ranges from 70%
when they run with HRT tasks from Low group, up to 50% when they run with the
memory-intensive HRT tasks from the High group. Instead, CPU-intensive NHRT
tasks do not show any performance degradation. Their normalized throughput ranges
between 97% and 99% as their number of misses in its corresponding cache partition
is reduced. Hence, our architecture effectively allows NHRT tasks to exploit all the
resources not used by the HRT tasks.

5.3. WCET Evaluation
This section analyzes the impact of inter-task interferences due to hardware shared
resources on the WCET estimation. Concretely we study the WCET estimation in-
crement of the three EEMBC benchmark groups (High, Medium and Low) and the
Honeywell application when the pressure on the shared bus and the off-chip memory
increases. That is, despite the benefits brought by the DSP and the D-ISP with a clear
reduction of the inter-task interferences when accessing the shared bus and the off-
chip memory, as the number of simultaneous HRT tasks is increased and the cache
partition assigned to each HRT task is reduced, more inter-task interferences appear.
All WCET estimation values have been computed using RapiTime with the WCET
Computation Mode enabled. Values are normalized to the WCET estimation when the
HRT task runs in isolation in the multi-core architecture and the WCET Computation
Mode is disabled.

Figure 9 shows the average WCET estimation provided by RapiTime for High,
Medium and Low memory demanding groups, and the Honeywell application as we
vary the number of simultaneous HRT tasks from 1 to 4 and the amount of cache as-
signed to each of them for 128KB to 8KB. To do so, we use the WCET Computation
Mode, in which a WCET Computation Mode N means that N HRT tasks are executing
simultaneously on the processor (labeled as wc 1hrt for 1 HRT task , wc 2hrt for 2 HRT
task, etc.) and bankization as the cache partition technique.

As expected, the High memory-demanding group, shown in Figure 9(a), is very sen-
sitive to both the variation of the simultaneous HRT tasks and cache size reduction.
On the one hand, when varying the WCET Computation Mode from 1 to 4 with 128KB
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(a) High demanding HRT tasks (b) Medium demanding HRT tasks

(c) Low demanding HRT tasks (d) Honeywell Collision Avoidance Application

Fig. 9. Average WCET estimation of HRT tasks using a JEDEC DDR2-SDRAM 400B.

of cache, the WCET estimation increases with respect to not using it from 1.05x to
1.34x respectively. On the other hand, when reducing the cache size from 128KB to
8KB, and considering WCET Computation Mode of 4 the WCET estimation increases
from 1.05x to 4.84x respectively. Hence, the inter-task interferences generated when
running with a WCET Computation Mode of 4 and 8KB cache size, has a huge impact
on the WCET estimation increases in comparison of not using WCET Computation
Mode and having the whole cache.

The Medium memory-demanding group, shown in Figure 9(b), have a much more
smooth behaviour in comparison to high demanding tasks. The WCET Computation
Mode increases the WCET estimation from 1.04x to 1.26x when varying it from 1
to 4 with 128KB of cache. When running with WCET Computation Mode of 4 and
8KB cache size, the WCET estimation is increased to 2.63x in comparison of not using
WCET Computation Mode and having the whole cache.

Finally, the Low memory-demanding group, shown in Figure 9(c), has a smaller im-
pact due to inter-task interferences, increasing its WCET estimation, when running
with WCET Computation Mode of 4 and 8KB cache size, by only 1.18x in comparison
of not using WCET Computation Mode and having the whole cache.

The collision avoidance algorithm, provided by Honeywell and shown in Figure 9(d),
resembles a medium demanding benchmark. A WCET Computation Mode of 4 and a
cache partition of 8KB results in an overall increment of 2.22x in comparison to not
using WCET Computation Mode and having the whole cache.

It is also interesting to analyze the impact of inter-task interferences generated by
each shared resource on the WCET estimation. Figure 10 shows the WCET estimation
of the Honeywell application under two different scenarios: (1) assuming a private
DRAM memory controller for each HRT task and so having interferences only in the
shared bus (labeled as PR MC); and (2) bus and memory interferences are considered
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(a) WCET Computation Mode 1 (b) WCET Computation Mode 2

(c) WCET Computation Mode 3 (d) WCET Computation Mode 4

Fig. 10. Normalized WCET estimation for the Hon application using JEDEC DDR2-400B

at the same time, using our interference-aware shared bus and the RTCMC shared
among the different cores (labeled as RTCMC). Moreover, in order to evaluate whether
the WCET estimations obtained using RTCMC are tight, we measure the Maximum
Observed Execution Time (labeled as MOET) of the HRT task when running a very
memory-intensive workload composed by several opponents.

For each scenario, we vary the WCET Computation Mode from 1 to 4, and for
each WCET Computation Mode we vary the private cache partition size assigned to
the Honeywell application from 128KB to 8KB. In case of the MOET, the number of
opponents that compose the workload correspond to the number of the WCET Compu-
tation Mode.

As expected, memory interferences have a tremendous impact on the WCET esti-
mation, significantly higher than bus interferences. In the scenario with the biggest
amount of memory accesses, i.e. assigning 8KB of cache partition and a WCET Com-
putation Mode of 4 (Figure 10(d)), the memory interferences increase the WCET esti-
mations from 1.25 (PR MC) to 2.22 (RTCMC), which represents a relative increment
of 77%.

Even though memory interferences have such high impact, our architecture allows
computing tight WCET estimations. When comparing the MOET and the WCET es-
timation (RTCMC) in the highest memory-intensive workload, i.e. assigning a cache
partition of 8KB and running with 3 HRT opponents (Figure 10(c)), we observe an in-
crement of 29% (from 1.72x to 2.22x). Note that, since the actual WCET of an HRT task
is equal or bigger than any MOET and equal or smaller than any WCET estimation
(MOET ≤ WCETactual ≤ WCETestimation) [Thiele and Wilhelm 2004], the WCET es-
timation obtained using our architecture is at most 29% bigger than the actual WCET.

ACM Transactions on Embedded Computing Systems, Vol. V, No. N, Article A, Publication date: 2013.



A Hard Real-Time Capable Multi-Core SMT Processor A:21

Fig. 11. Logic utilization of different core and thread slot configurations on a FPGA

5.4. Logic Utilization in an FPGA Implementation
To quantify the logic utilization of the MERASA multi-core design we explored the
size of an implementation of our design on a Stratix II FPGA for a various number
of cores and thread slots. The Figure 11 presents the logic utilization for some se-
lected configurations with respect to the amount of cores and thread slots per core on
a Stratix II (EP2S180F1020C3; 143,520 Adaptive Look-Up Tables (ALUTs) in total
available) FPGA. In detail, Equation 4 shows the relation between the logic utilization
and adding cores or thread slots.

logic utilization [in %] ≤ (6 + (5 · slots)) · cores (4)

Figure 8 shows that adding a core to a given configuration results in a higher
throughput than adding an thread slot. Naturally, adding an additional core also in-
creases the logic utilization more than adding an thread slot (see Equation 4).

6. RELATED WORK
Egger et. al. [Egger et al. 2006] propose a managed instruction scratchpad, that com-
bines static and software managed approaches: At compile time the functions are di-
vided into three classes, depending on their location in the memory. Frequently used
functions are placed in the scratchpad, rarely called ones are placed in the external
memory. Some function in between are located in the external memory, but are loaded
to the scratchpad on demand. The page manager, that is responsible for managing the
dynamic part of the scratchpad is implemented in software and therefore much slower
than our D-ISP solution.

The scratchpad manager described by Janapsatya et. al. [Janapsatya et al. 2006]
is implemented in hardware and triggered by special copy instructions that are in-
serted into the code. The scratchpad contains basic blocks that are selected based on a
temporal proximity metric. Basic blocks that are executed consecutively are assigned
together to the scratchpad at the same time. In contrast to the D–ISP the scratchpad
proposed by Janapsatya et. al. is not supposed to hide the memory hierarchy from the
processors fetch path. Using the D–ISP every fetch is directed to it. This ensures that
fetches does not interfere with other memory accesses, which is crucial for the WCET
estimation.

The so-far mentioned approaches increase the analyzability by replacing the in-
struction cache by a scratchpad, but they were designed primarily to reduce energy
consumptions. An instruction cache that was build for HRT systems with predictabil-
ity in mind is the so-called method cache [Schoeberl 2004] of the Java processor JOP.
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The D–ISP decouples the content and the function addresses for lookup into different
structures, whereas the proposed cache structure binds a memory block to its cache
tag. So a fine granularity of memory blocks to improve memory density, leads to a high
number of cache tags that are causing either a slow or hardware intensive hit detec-
tion. In the D–ISP the scratchpad content is decoupled from the lookup tables. So the
complexity of hit detection is restricted to the number of entries of the lookup tables
only. Preußer et. al. address the complexity problem of a fine grained method cache
implementation [Preußer et al. 2007] and show an more efficient implementation with
a stack based replacement policy.

In order to execute multiple tasks in parallel supporting a predictable architecture,
the concept of the Precision Timed (PRET) Machine [Lickly et al. 2008] was developed.
In this approach, a precise timing and simplified WCET analysis is guaranteed by
interleaved execution of six tasks. The architecture provides high throughput with a
relatively slight hardware, but it is very inflexible: every task gets exactly one sixth
of the execution time, it is neither possible to assign a larger share to a computation
intensive task nor can the time, when a task completes earlier, be used for the other
tasks.

The XCore architecure by XMOS Ltd. [May 2009] provides hard real-time capable
multithreaded cores that can be combined by a hard real-time capable interconnect to a
chip multiprocessor. But the cores are only single-issue and due to the interleaved mul-
tithreaded execution, a single task can use no more than 25% of the processor cycles.
Within one core, memory is shared between the tasks, but inter-core communication is
restricted to point-to-point messages.

The Real-time Virtual Multiprocessor (RVMP) architecture proposed by El-Haj-
Mahmoud et al. [El-Haj-Mahmoud et al. 2005] virtualizes a single in-order super-
scalar processor into multiple interference-free different-sized virtual processors. The
configuration of the virtual processors can be changed at run-time according to the
timing requirements, providing a time analyzable architecture together with the flex-
ibility of SMT processors. The processor partitioning is determined statically by the
real-time scheduling framework that preserves the possibility of analyzing the WCET
as in single-task processors. The architecture does not include any cache, that reduces
the level of non-determinism, like in our approach.

In [Rosen et al. 2007] Rosen et al. described a solution to implement predictable
real-time applications on multiprocessors. They propose a bus scheduling policy based
on TDMA with a previously statically defined scheduling policy. Different time-slots
to access the bus are allocated to different processor by static scheduling, i.e. stored
in a memory directly connected to the bus arbiter. This technique needs to know the
workload a priori, which is the whole set of tasks that run on the system at any given
time, in order to avoid that the bus contention increases the memory access latency.
This solution avoids sub-estimation of WCET due to bus conflicts and prevents any
deadline miss. The architecture, which is used in [Khatib et al. 2006] for a real-time
biomedical monitoring and analysis system, is a multi-core processor where each core
has its own private memory, connecting all them with a bus.

All these [May 2009; El-Haj-Mahmoud et al. 2005; Rosen et al. 2007] approaches do
not support any kind of memory hierarchy. Instead, they assume that everything fits
in the scratchpad memory, which is not the case for high throughput data-rate applica-
tions, because their memory requirements are higher than commonly used scratchpad
memories.

Another European project reconciling efficiency with predictability is called PREDA-
TOR4. Its architectural approach faces analyzable caches, a compiler-controlled mem-
ory management and simple cores with analyzable behavior. Predictable kernel mech-

4www.predator-project.eu
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anisms are used to cover the main challenge in the field of operating systems, i.e. the
interference-caused variability in task execution times. The multi-core architecture is
only a small part of this project. The aim of the project is to develop real-time analysis
methods for an existing multi-core architecture and not the design of a new architec-
ture with better real-time capabilities.

Caccamo et al. describe different aspects of accessing shared resources taking into
account cache memories. In [Pellizzoni and Caccamo 2007] they deal with interferences
at the bus level between cache accesses and I/O peripheral transactions, concluding
that these kinds of inferences cause unpredictable behaviors. They present a theoret-
ical framework able to model the interaction between the CPU and the peripherals
accessing the front side bus. In [Bui et al. 2008] they address the cache partitioning
problem (to avoid interference between different cores) as an optimization problem.
The solution found by an optimization algorithm identifies the optimal size of each
cache partition. Then the tasks are assigned to different partitions such that the worst-
case utilization is minimized and the real-time schedulability is improved. However,
contrary to our solution, tasks are required to know the characteristics of the workload
in which they run, not accomplishing timing composability.

The CoMPSoC platform template [Hansson et al. 2009] is a template for compos-
able and predictable multi-processor system on chip where each application is given
its own reconfigurable virtual platform. Similar to our architecture, inter-task inter-
ferences among tasks are controlled in such a way that the timing behaviour of a task
is independent of all other tasks, achieving timing composability. However, authors
leave cache and off-chip SDRAM, considered in this paper, as part of future work.

Pitter and Schoeberl [Pitter and Schoeberl 2010] introduce a real-time Java multi-
processor called JopCMP. It is a symmetric shared-memory multiprocessor and con-
sists of up to 8 Java Optimized Processor (JOP) cores, an arbitration control device,
and a shared memory. All components are interconnected via a system on chip bus. An
SRAM memory instead of a DDRx SDRAM memory is considered and each core is not
SMT.

7. CONCLUSIONS
Multi-core processors can satisfy the high performance requirements demanded by
embedded applications, with a consequent reduction in the number of processor chips,
and so in the overall weight, cost and size of the system. However, inter-task interfer-
ences when accessing hardware shared resources prevent system designers from using
contemporary multi-cores in safety-critical environments.

In this paper we have proposed hardware techniques that allow executing mixed-
criticality multiprogrammed workloads in a SMT multi-core processor, providing safe
WCET estimations for the HRT tasks and high performance for the NHRT tasks. The
computation of safe WCET estimations for the time-critical tasks is enabled by full
isolation of tasks and bounding of inter-task interferences. Moreover, the WCET anal-
ysis of each HRT task can be computed independently from the workload on the other
cores.

Overall, we have shown that the design of a HRT capable multi-core processor with
SMT cores is possible. We have proposed solutions at core level to enable SMT. In
particular a highest priority HRT task is isolated from the other tasks running on
the same core. Local scratchpad memories are dedicated to the HRT task in order
to reduce the WCET for fetch operations and for data accesses, because any memory
access that is handled locally reduces bus contention and inter-task interference. At
multi-core level we have proposed an HRT capable bus and memory controller in which
the maximum delay a task can suffer due to the requests of other tasks is bounded.
We have used bankization as partitioning technique of the shared cache to prevent
interaction between tasks.
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Overall our results show that we provide predictability for HRT tasks running on an
SMT multi-core processor with mixed-criticality workload, providing moderate WCET
increase with respect to the Maximum Observed Execution Times. Our architecture
provides high performance for NHRT tasks exploiting all resources not used by HRT
tasks.
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