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Abstract

The two major strategies used to construct high-
performance web servers are thread pools and event-
driven architectures. The Java platform is commonly
used in web environments but up to the moment it did
not provide any standard API to implement event-driven
architectures efficiently. The new 1.4 release of the J2SE
introduces the NIO (New I/O) API to help in the develop-
ment of event-driven I/O intensive applications. In this
paper we evaluate the scalability that this API provides
to the Java platform in the field of web servers, bringing
together the majorly used commercial server (Apache)
and one experimental server developed using the NIO
API. We study the scalability of the NIO-based server
as well as of its rival in a number of different scenar-
ios, including uniprocessor, multiprocessor, bandwidth-
bounded and CPU-bounded environments. The study
concludes that the NIO API can be successfully used
to create event-driven Java servers that can scale as
well as the best of the commercial native-compiled web
server, at a fraction of its complexity and using only one
or two worker threads.

1 Introduction

The development of Web Servers is always a chal-
lenging task because it implies the creation of high per-
formance I/O strategies. Servers attending requests from
thousands of clients simultaneously need to perform re-
ally efficiently if they want to offer a good Quality of
Service. Two major strategies are commonly used to
confront the service of requests in a Web Server. The
first approach is based on a multithread or multiprocess

strategy, assigning a different thread or process to the
service of each incoming request. The second strategy,
referred to as event-driven model, is based on the divi-
sion of the request servicing process into a set of stages.
One or more threads are in charge of each stage and
make use of non-blocking I/O operations to respond si-
multaneously to a number of requests coming from dif-
ferent clients. At the moment, the multithreaded ap-
proach to the problem of attending to multiple concur-
rent client requests is widely used on commercial Web
Servers.

The Java platform has been traditionally considered a
low-performance environment to develop I/O intensive
applications. Even on J2EE[10] environments, Java is
only used as far as it is required by the standard and in
general the entry point to a J2EE server, which is usu-
ally a Web Server, is delegated to native compiled appli-
cations. This is the case of many commercial J2EE Ap-
plication Servers, such as the WebSphere Application
Server[6] from IBM, which choose Apache[12] Web
Server as its web entry point server. But this situation
can change if the new API for efficient I/O operations
included in the J2SE platform since its 1.4 release re-
ally comes to offer a high-performance I/O infrastruc-
ture. This new API, called NIO[11] (New I/O), provides
the Java platform with a number of features traditionally
available in most native compiled environments but still
lacking in the the J2SE APIs. These features include
the memory mapping of files and the availability of non-
blocking I/O operations.

In this paper we evaluate the scalability of an experi-
mental event-driven Java web server in a number of sce-
narios, bringing it together with the widely used Apache
HTTP Server in our testing platform to compare their
scalability on uniprocessor, multiprocessor, bandwidth-
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Figure 1. Throughput comparison on a uniprocessor (UP) system

bounded and CPU-bounded environments. The obtained
results demonstrate that the NIO API can be used to cre-
ate Java web servers scaling (with the load and with the
number of available processors) as well as the best of
the native-compiled commercial servers and at a fraction
of their complexity and resource-consumption, indepen-
dently of the execution scenario.

The use of event-driven architectures for web servers
is an already explored area. Flash[9] is an asymmet-
ric multi-process event-driven web server which exploits
the creation of a set of helper processes to avoid thread-
blocking in the main servicing process. Haboob[14] is
also an event-driven web server, based on the concepts
of staged event-driven servers introduced by SEDA[14].
JAWS[5] web server uses the Proactor[4] pattern to eas-
ily construct an event-driven concurrency mechanism.
In [15], the authors propose a design framework to con-
struct concurrent systems based on the combination of
threading and event-driven mechanisms to achieve both
high throughput and good parallelism. Some advanced
topics about performance issues involving event-driven
architectures have been studied in [7], [16] and [3]. The
introduction of a non-blocking I/O API in the J2SE was
preceded by the development of an extensively used API
called NBIO[13] (Non-Blocking I/O), which was used
to create the standard API NIO. None of the previously
commented articles evaluate the causes of performance
scalability, with respect to the workload intensity and
the number of processors, of the event-driven architec-
tures for Java web servers in comparison to the more
commonly used multithreaded servers. This is the main
contribution of this paper.

The remaining of the paper is as follows: section
2 remarks some important aspects about the operation
and design of Web Servers and present some of the new

features introduced in the Java platform with the Java
NIO API. In section 3 we describe the execution envi-
ronment used for these experiments. Next, in section
4 a performance evaluation of the studies web servers
is performed for monoprocessor environments. Section
5 evaluates the nio web server and the Apache 2 web
server on multiprocessors environments. Finally, section
6 give some concluding remarks derived from this work.
An extended version of this paper containing more re-
sults can be found at [2].

2 Web Server architectures

The action of accepting new incoming requests on the
server is usually performed by a thread which is always
listening at a concrete port. When a new request arrives
to the server, the request is read and then the server can
mainly behave in two different ways depending on the
underlaying I/O capabilities available on the execution
environment: it can use one thread performing blocking
I/O operations for each active socket or it can use one
thread performing non-blocking I/O operation among
all the active sockets. What really makes difference be-
tween these two possibilities is the fact that in the first
case the thread which performs the blocking I/O opera-
tion is no longer available for processing new incoming
requests until the service is completed, while in the sec-
ond case the thread can continue attending other clients
through other sockets. This difference of concept results
in a completely different way of implementing servers:
if the first version is chosen, a number of threads must
be created in the server in order to give response to a
high number of clients. If the second version is chosen,
just one thread could (theoretically) attend a high num-
ber of clients simultaneously. Once a request have been



read from the client socket, the web server has to provide
the client with the data requested through the connection
socket.

The 1.4 release of the Java 2 Standard Edition in-
cludes a new set of I/O capabilities created to improve
the performance and scalability of intense I/O applica-
tions. The classic Java I/O mechanisms don’t offer the
desired level of efficiency to run applications with high
I/O requirements. Some widely existing I/O capabilities
implemented on most of operating systems such as map-
ping files to memory, readiness selection of channels
and non-blocking I/O operations, were not supported by
previous versions of the J2SE and have been included
in the 1.4 release. The NIO package includes a readi-
ness selection operation on channels (SocketChannels
and FileChannels). This select operation is used in the
implementation of the main loop to detect which web
clients have sent requests to the server or which sockets
have more data available. The non-blocking features of
the NIO API have been used to create a web server core,
based on the event-driven strategy, which is is used in
the scope of this paper to evaluate the capabilities of a
server based on this technology. This experimental web
server will be referred to as nio server from now.

3 Testing environment

To perform the experiments, a 4-way 1.4Ghz Xeon
machine with 2GB of memory was used to run the
servers, and two 2-way 2.4Ghz Xeon system with 2GB
of memory were used to run the workload generators.
All them were running Linux as the operating system
with a 2.6.2 kernel. The Java Runtime Environment
(JRE) 1.4.1 from IBM was the chosen J2SE environ-
ment to run the Java servers. The commercial server
chosen for the comparison is Apache 2.0.48 and it con-
figured using a multithread schema instead of a multi-
process strategy.

We used three different configurations for the net-
work connection between the System under Test (SUT)
and the workload generators. The first configuration
connected the server machine to one client machine
through a 100 Mbits ethernet interface. The second
configuration connected each one of the two client ma-
chines to the SUT through a 100 Mbit/s ethernet inter-
face, so we obtained an accumulated bandwidth between
the server and the clients of 200 Mbit/s. Finally, the
third configuration connected the SUT with a client ma-
chine through a 1 Gbit/s ethernet interface. Each con-
nection between each client machine and the SUT used
a crossed-link wire to avoid collisions.

3.1 Benchmark

The benchmark used to generate the workload for the
experiments was Httperf[8]. This workload generator
and web performance measurement tool allows the cre-
ation of a continuous flow of HTTP requests issued from
one or more client machines and processed by one Web
server machine: the SUT (System Under Test). The con-
figuration parameters of the benchmarking tool used for
the experiments presented in this paper were set to create
a realistic workload, with non-uniform reply sizes, and
to sustain a continuous load on the web server. One of
the parameters of the tool represents the number of emu-
lated clients on the client machine. Each emulated client
issues a number of requests, some of them pipelined,
over a persistent HTTP connection.
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Figure 2. Response time comparison on a
uniprocessor (UP) system

The workload distribution generated by the Httperf
benchmark was extracted from the Surge[1] workload
generator. The distributions produced by Surge are
based on the observation of some real web server logs,
from where it was extracted a data distribution model
of the observed workload. This fact guaranties than the



used workload for the experiments follows a realistic
load distribution.

4 Scalability on uniprocessors

The objective of this experiment was to compare the
behavior of the NIO web server to the Apache 2 server.
As a previous sub-objective of this task, we had to de-
termine which configuration for each server, experimen-
tal or commercial, offered the best results so we could
compare the best configuration of each server. For this
experiment the SMP support for the kernel of the SUT
was disabled, so the system ran as an uniprocessor envi-
ronment.

4.1 Configuration effects

For this test, each server, the nio server and the httpd2
(Apache 2.0.48), was tested under a number of settings.
From these configurations it was derived which one pro-
duced the best performance for each Web Server. The
nio server was tested with 1, 4 and 8 worker threads and
the httpd2 server was configured with 500, 1000, 4000
and 6000 threads. Each test was run for a time period
of 5 minutes, with the Httperf benchmark configured to
produce a constant workload intensity equivalent to hav-
ing a range of 600 to 6000 concurrent clients, and each
connected client producing an average of 6,5 requests
grouped in a session. For this first experiment, the work-
load was entirely produced on one client machine con-
nected to the SUT through the 1 Gbit/s link, so it was
ensured that the test was not bandwidth-bounded.

The obtained throughput for each server can be seen
in figure 1. The response time for the nio and httpd2
servers can be seen in figure 2.

Observing the throughput results in figure 1, httpd2
seems to scale better than nio when the load increases.
Its throughput raises linearly respect to the intensity of
the generated workload whereas the obtained results for
the nio server indicate that on a uniprocessor system it
has more problems to be adapted to the increasing work-
load intensity.

Concerning to the configurations of the servers, it is
remarkable for the httpd2 server that the size for the
thread pool offering a best result for this experiment
was 4096. According to our experiments, configuring
the httpd2 server with a pool size of 6000 threads of-
fered a slight performance increase with respect to the
4096 threads configuration but reduced significantly the
stability of the system, even hanging the system several

C
lient tim

eout errors

0 20 40 60 80
100
120
140
160

600
1200

1800
2400

3000
3600

4200
4800

5400
6000

C
lients

errrors/s

nio
httpd-2.0.48

(a) Client timeout

C
onnection reset errors

0 2 4 6 8 10 12 14 16 18 20

600
1200

1800
2400

3000
3600

4200
4800

5400
6000

C
lients

errrors

nio
httpd-2.0.48

(b) Connection reset

Figure 3. Connection errors

times. About the nio configurations, it is specially no-
ticeable that with only one or two worker threads (with
an additional acceptor thread) it can achieve the same
throughput than the httpd2 server with 4096 threads.
This characteristic of the nio server is specially impor-
tant on a Java server, which is commonly limited to
spawn a maximum of 1000 threads for the JVM.

For the test, it was ensured that the network bandwith
was not a limiting factor because the observed band-
width usage was always under 40MB/s (results on band-
width usage can be found in [2]), which is less than the
maximum achievable bandwidth for a 1 Gbit link, which
was the used connection between the SUT and the client.
The client is not the bounding factor on this test either,
because as it will be seen in section 5, higher through-
puts are obtained when running the same tests with the
SMP support activated in the kernel. As it was expected,
there is a linear relation between the achieved through-
put of each server and the bandwidth required by each
test.

4.2 Considerations about connection errors,
throughput and response time

The response time observed for the httpd2 server, as
it can be seen in figure 2, was surprisingly low in aver-
age in comparison with the results obtained for the nio
server for all the configurations. As it seemed a suspi-
cious result, we studied the number of connection er-
rors detected on the benchmark client. At first glance it
seemed that with the httpd2 server a higher amount of
connection errors were detected on the client machine.
These errors can be divided on client timeouts and con-
nection resets.

A client timeout error happens when the socket time-
out defined by the client expires. This timeout value is
used when establishing a TCP connection, when sending



a request, when waiting for a reply, and when receiving
a reply. If during any of those activities a request fails to
make forward progress within the alloted time, httperf
considers the request to have died, closes the associated
connection or session and increases the client-timeout
error count. For our tests, the emulated clients estab-
lished a 10 seconds socket timeout value.

A connection reset error takes place when a server
socket timeout expires, and it is seen from the client side
of the connection as an unexpected socket close. Typi-
cally, it is detected when the client attempts to send data
to the server at a time the server has already closed its
end of the connection.

The results for both client timeout and connection re-
set errors observed in the nio and httpd2 experiments
can be seen in figure 3. They are expressed in number of
errors per second. An interesting conclusion about con-
nection reset errors can be extracted from figure 3(b).
On it, it can be seen that while the nio server never pro-
duces connection reset errors, the amount of this kind
of errors observed for the httpd2 server is not negligible
and in a phase of the test even increases linearly with
respect to the workload intensity. The cause for this dif-
ference is that because the multithreaded architecture of
httpd2 binds one client connection to one server thread,
it needs to free threads from their assigned clients to be
able to process new client connections. This forces the
server to automatically disconnect clients after an inac-
tivity period. The inactivity time before closing a con-
nection is the server socket timeout and is usually set to
low values, depending on the expected workload inten-
sity. For our experiments, we set up htppd2 with a time-
out value of 15 seconds. Each client emulated by the
workload generator, httperf, produced a workload based
on the alternation of activity periods and think time pe-
riods. When the think time of a client exceeds the server
timeout, a connection reset error takes place. As far as
the nio server doesn’t associate connected clients with
server threads, it does not need to apply disconnection
policies to its clients.

With respect to the client timeout errors, it can be ob-
served that the number of errors of this type present in
the tests for the httpd2 server is much higher than for
the nio server. The explanation to this fact originates
from the way clients are attended. In a multithreaded
server, such as httpd2, each thread is binded to a client
connection. When a request is received, the requested
resource is located and a blocking I/O operation on the
client socket is performed. This operation is not finished
upon all the response is sent to the client. This virtu-
ally sequences the way in which responses are sent to
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clients and propitiates that waiting clients see their time-
outs expire. On the other hand, in an event-driven server,
such as nio, one or more worker threads attend a num-
ber of clients each one but never perform blocking op-
erations on the socket sharing in a more fair way the
network resource between clients. Individual responses
are not sent as fast as with a multithreaded server (i.e.
they obtain higher response times) but socket inactivi-
ties are less usual, avoiding timeouts to expire. When
a socket send buffer is full, the in course operation gets
blocked and the nio server starts attending another con-
nected client which has room in its socket buffer for the
data to be sent. This effect can be observed in figures
2(b) and 2(a).

Another noticeable fact is that the event-driven archi-
tecture makes possible to reach shorter waiting times for
each connection to be established, as it can be seen in
figure 4. This situation is explained because the mul-
tithreaded schemes use one thread for each client, and
it implies that when the number of simultaneous clients
exceeds the number of available threads for the server,
contention to access the web server appears and pro-
vokes a fast increase of the time needed to establish
connection with the server. In the scope of an event-
driven server, the number of concurrent clients has noth-
ing to do with the number of worker threads running on
it and all clients can be attended without causing con-
tention. The connection time value for the nio server
on our experiments has been always below 10 ms. It is
also a matter of fact that for the httpd server the point
at which the connection time starts growing exponen-
tially is not always directly related to the size of the
pool of threads. When it is set up with a pool size of
896 threads, the connection time starts degrading when



the workload intensity exceeds the maximum number
of available concurrent connections for the server (i.e.
the number of threads). On the other hand, when the
overload introduced in the system caused by the costs
of managing higher pool sizes (4096 or 6000 threads)
causes that the connection time starts degrading before
reaching the maximum number of available concurrent
connections for the server. The high load provoked by
the workload intensity and the overhead caused by the
management of a high number of threads present in the
system is what will finally limit the maximum achiev-
able throughput for a multithreaded server.

4.3 Performance effects of limiting factors

With this experiment we wanted to study the two
servers in different conditions: when the system was
bandwidth-bounded and when it was CPU-bounded. As
it was said in section 4.1, the SUT kernel was configured
without SMP support. For the client machines, three
configurations were used: one client with a 100Mbit/s
link, two clients with a 100Mbit/s link each one and one
client with a 1 Gbit/s link.

The throughput observed in this experiment for the
three network configurations can be seen in figure 5, and
the resulting response times are shown in figure 6. When
the most limiting factor in the system is bandwidth avail-
ability (in the 100 and 200 Mbit/s configurations, as it is
presented in [2]), both httpd2 and nio servers have sim-
ilar behaviors. Their throughput scales linearly with the
workload intensity up to the moment when the maxi-
mum available bandwidth is reached. In that point, nio
advances the httpd2 server. This difference is hardly ap-
preciable with a 100 Mbit/s bandwidth, and more obvi-
ous when it is increased to 200 Mbit/s. The reason of
the better performance of the nio server with respect to
the httpd2 server is that the httpd2 server is obligated
to apply a socket activity timeout to its clients to sus-
tain an acceptable quality of service, and it is translated
to the ethernet level as an increase in the experienced
network congestion. As it is shown in section 4.2, the
number of connection reset errors is considerable for the
httpd2 server and inexistent for the nio server. This addi-
tional network load for the httpd2 server is more obvious
as higher is the limiting bandwidth, and loses relevance
when the computing capacity of the system becomes the
limiting factor for the web server. On the other hand,
when the bottleneck is the computing capacity of the
system, the httpd2 server scales better with the workload
intensity up to the moment when the overhead of reject-
ing a huge number of connections per second starts de-
grading its performance, moment at which the nio server
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advances it with a higher observed throughput.
Observing the obtained response times in figure 6, it

can be seen that when the limiting factor in the system
is the bandwidth, the response time for both servers is
very close because it is determined by the network ca-
pacity. When the bottleneck is the CPU (in the 1 Gbit/s
connection), the response time observed for the servers
is clearly different. The nio server response time, as ex-
plained in section 4.2, increases with the workload in-
tensity because thanks to its event-driven architecture all
connected clients are attended concurrently without al-
lowing the client connection timeouts to expire. This
forces the server to dedicate a part of the bandwidth
to each client and enlarging on this way the response
time for all them. The httpd2 server responds to one
client at a time, seen from the network viewpoint, and
it reduces the response time for successful connections
(those whose timeout does not expire). As far as the
httperf benchmark only takes into account successful
connections, the observed average response time for the
server is kept low.

5 Scalability on multiprocessors

Once the scalability for each web server under differ-
ent workload intensities was determined with the experi-
ments presented on section 4, it was time to explore how
well each server could scale with respect to the number
of available processors in the system. The procedure for
the experiment was analogous to the followed one on
section 4. First of all, some different configurations for
each tested web server were studied on the SUT, now
configured with full SMP support (4 processors avail-
able on the system). After that, the most performing-



0

100

200

300

400

500

600

700

800

900

0
1000

2000
3000

4000
5000

6000
7000

ms

N
um

ber of concurrent clients

N
IO

 vs H
ttpd 2.0.48 response tim

e

N
IO

 100M
bps

H
ttpd 2.0.48 100M

bps
N

IO
 200M

bps
H

ttpd 2.0.48 200M
bps

N
IO

 1G
bit

H
ttpd 2.0.48 1G

bit

Figure 6. Response time scalability on a
uniprocessor (UP)

configuration observed for httpd2 web server and the
most performing-configuration of the nio-server were
brought together on a SMP environment with the objec-
tive of comparing their scalability properties.

5.1 Best-performing configurations for a SMP
system

For this test, each server was tested under a num-
ber of settings to evaluate their performance trends on a
multiprocessor environment. The nio server was tested
with 2, 3 and 4 worker threads and the httpd2 server
was configured with 2000, 4000 and 6000 threads. Each
test was run for a time period of 5 minutes, with the
Httperf benchmark configured to produce a constant
workload intensity equivalent to having a range of con-
nected clients from 600 to 6000, and each client produc-
ing an average of 6,5 requests grouped in a session. The
workload was entirely produced on one client machine
connected to the SUT through the 1 Gbit/s link. So it
was ensured that the test was not bandwidth-bounded
(more results on bandwidth usage can be found in [2]).

The obtained throughput for each server can be seen
in figure 7. The response time for the nio and httpd2
servers can be seen in figure 8. Observing at the ob-
tained results for the nio and httpd2 servers’ throughput,
it can be seen that their behavior is very similar. The
httpd2 server gets higher throughputs than nio, but the
difference is pretty short.

The response time observed for the nio server is
worse than the results obtained for the httpd2 server, but
it could be explained again by the connection errors in-
troduced by httpd2, as it has been explained in section
4.2. The obtained values for both nio and httpd2 are
shown in figure 8.
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Figure 7. Throughput comparison on a 4-
way SMP system

The best configuration for the nio server is that one
involving two worker threads. For a uniprocessor ker-
nel, best results were obtained with one simple worker
thread, so the availability of more processors on the sys-
tem favors the use of more worker threads attending
clients in parallel.

5.2 Scaling with the number of processors

The objective of the following experiment was to ex-
plore the scalability properties of the two servers when
the execution environment is moved from an uniproces-
sor system to a multiprocessor.

For the tests, we used one client machine connected
to the SUT through the 1Gbit/s link. For 1-CPU configu-
rations, a kernel without SMP support was used. For the
SMP experiments, a kernel supporting the 4-way SMP
system was used, so 4 processors were available in the
system. The results for the uniprocessor (UP) system
are obtained from the experiments presented on section
4.3. The servers’ settings for the uniprocessor and mul-
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Figure 8. Response time comparison on a
4-way SMP system

tiprocessor tests were extracted from results obtained on
section 4.1 and 5.1 respectively. Thus, the best settings
for each environment were used, resulting in 2 worker
threads for the nio server and 4096 threads for the http2
server.

The obtained results reveal that the nio server scales
with the number of processors as well as the native-
compiled and multithreaded httpd2 server for the re-
sponse time, shown in figure 10, and for the through-
put, shown in figure 9. The throughput obtained by both
servers on the SMP environment doubles the value ob-
tained on the uniprocessor when it is stabilized. The
values reached by the nio and httpd2 servers are equiv-
alents and can be considered to be in the same range of
results. The observed response time for the two servers
on the SMP environment is significantly lower than the
obtained values for the uniprocessor configuration.
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Figure 9. Throughput scalability from 1 to
4 CPUs

6 Conclusions and Future Work

In this paper we have presented the potential benefits
of using event-driven architectures on web servers. Con-
cretely, we have studied how the new non-blocking I/O
API (NIO) included in the J2SE platform since its 1.4 re-
lease can help in the development of high-performance
event-driven Java web servers. It has been probed that
our experimental NIO-based server can outperform a
widely used commercial native-compiled web server but
reducing the complexity of the code and the system re-
sources required to run it.

The NIO API applied to the creation of event-driven
Web Servers scales well when changing the workload
intensity and when changing the number of processors
and it makes it at least as well as the Apache 2 server.

Choosing a Java event-driven architecture to imple-
ment next-generations high-performance web servers
can be an option, but the really interesting conclusion of
this study is that Java Application Servers can no more
need to use native-compiled Web Servers as their web
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Figure 10. Response time scalability from
1 to 4 CPUs

interfaces. Many commercial application servers choose
Apache as their web interface because it is supposed to
offer a better performance than Java Web Servers. But
these decisions compromises the portability of the entire
middleware. Choosing a Java event-driven architecture
as the web interface for a Java Application Server can
facilitate the integration of both elements, Web Server
and Application Server, without paying the price of low
performance.

A derived conclusion obtained from the results pre-
sented in this paper is that the event-driven architecture
can be widely exploited on multiprocessors. Although
it is an already proposed idea in the literature referring
to staged servers, it has not been applied to applica-
tion servers yet. Dividing the server in pipelined stages,
adding one or more threads to each stage and assigning
a processor affinity to each thread can convert a mul-
tiprocessor running an staged event-driven Java appli-
cation server in a real high-scalable request processing
pipeline.
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