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Abstract

Uncontrolled overload can lead e-commerce applications to considerable revenue losses. For this reason, overload pre-
vention in these applications is a critical issue. In this paper we present a complete characterization of secure e-commerce
applications scalability to determine which are the bottlenecks in their performance that must be considered for an over-
load control strategy. With this information, we design an adaptive session-based overload control strategy based on SSL
(Secure Socket Layer) connection differentiation and admission control. The SSL connection differentiation is a key factor
because the cost of establishing a new SSL connection is much greater than establishing a resumed SSL connection (it
reuses an existing SSL session on the server). Considering this big difference, we have implemented an admission control
algorithm that prioritizes resumed SSL connections to maximize the performance in session-based environments and
dynamically limits the number of new SSL connections accepted, according to the available resources and the current num-
ber of connections in the system, in order to avoid server overload. Our evaluation on a Tomcat server demonstrates the
benefit of our proposal for preventing server overload.
� 2007 Elsevier B.V. All rights reserved.
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1. Introduction

In recent times, e-commerce applications have
become commonplace in current web sites. In these
applications, all the information that is confidential
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or has a market value must be carefully protected
when transmitted over the open Internet. Security
between network nodes over the Internet is tradi-
tionally provided using HTTPS [1]. With HTTPS,
which is based on using HTTP over SSL (Secure
Socket Layer [2]), you can perform mutual authen-
tication of both the sender and receiver of messages
and ensure message confidentiality. Although pro-
viding these security capabilities does not introduce
a new degree of complexity in web applications
.
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structure, it increases remarkably the computation
time needed to serve a connection, due to the use
of cryptographic techniques, becoming a CPU-
intensive workload.

At the same time, current sites are subject to
enormous variations in demand, often in an unpre-
dictable fashion, including flash crowds that cannot
be easily processed. For this reason, the servers that
host the sites must be ready to handle situations
with a large number of concurrent clients.

Dealing with situations with a large number of
concurrent clients and/or with a workload that
demands high computational power (for instance
secure workloads) can lead a server to overload
(i.e. the volume of requests for content at a site tem-
porarily exceeds the capacity for serving them and
renders the site unusable). During overload condi-
tions, the response times may grow to unacceptable
levels, and exhaustion of resources may cause the
server to behave erratically or even crash, causing
denial of services. In e-commerce applications,
which are heavily reliant on security, such server
behavior could translate to sizable revenue losses.

Overload prevention is a critical goal so that a
system can remain operational in the presence of
overload even when the incoming request rate is sev-
eral times greater than the system capacity, and at
the same time is able to serve the maximum number
of requests during such overload, while maintaining
response times at acceptable levels. With these
objectives in mind, several mechanisms have been
proposed to deal with overload, such as admission
control, request scheduling, service differentiation,
service degradation and resource management.

However, the design of a successful overload pre-
vention strategy must be preceded by a complete
characterization of the application server scalability,
which should consist of something more complex
than simply measuring the application server per-
formance with different number of clients and deter-
mining the load levels that overload the server. A
complete characterization should also supply the
causes of this overload, in order to identify which
factors are the bottlenecks in the application ser-
ver’s performance that must be considered in an
overload prevention strategy. For this reason, this
characterization requires powerful analysis tools
that allow an in-depth analysis of the application
server’s behavior and its interaction with the other
system elements (including distributed clients, a
database server, etc.). These tools must support
and consider all the levels involved in the execution
of web applications if they want to provide mean-
ingful performance information to the administra-
tors because the origin of performance problems
can reside in any of these levels or in the interaction
between them.

Additionally, in many web sites, especially in
e-commerce, most of the applications are session-
based. A session contains temporally and logically
related request sequences from the same client. Ses-
sion integrity is a critical metric in e-commerce. For
an online retailer, the higher the number of sessions
completed, the higher the amount of revenue that is
likely to be generated. The same statement cannot
be made about individual request completions. Ses-
sions that are broken or delayed at some critical
stages, like checkout and shipping, could mean loss
of revenue to the web site. Sessions have distinguish-
able features from individual requests that compli-
cate the overload control. For this reason, simple
admission control techniques that work on a per
request basis, such as limiting the number of threads
in the server or suspending the listener thread dur-
ing overload periods, may lead to a large number
of broken or incomplete sessions when the system
is overloaded (despite the fact that they can help
to prevent server overload).

This paper contributes a complete characteriza-
tion of the scalability of Java application servers
running secure e-commerce applications. We have
decided to focus on the Tomcat [3] application ser-
ver, which serves as a reference implementation of
the Sun Servlet and JSP specifications. The charac-
terization is divided in two parts. The first part con-
sists of measuring Tomcat’s vertical scalability (i.e.
adding more processors) when using SSL and deter-
mining the impact of adding more processors when
the server is overloaded. The second part involves
a detailed analysis of the server’s behavior using a
performance analysis framework, in order to deter-
mine the causes of the server overload when running
with different numbers of processors. This analysis
demonstrates the convenience of developing a strat-
egy to prevent server overload, and identifies the fac-
tors that must be considered for its implementation.

With this information, we design an overload
control strategy that is based on SSL connection
differentiation and admission control. SSL connec-
tion differentiation is accomplished by proposing a
possible extension of the Java Secure Sockets Exten-
sion [4] (JSSE) package, which implements a Java
version of the SSL protocol, to distinguish between
SSL connections depending on whether the connection
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will reuse an existing SSL connection on the server
or not. This differentiation can be very useful in
order to design intelligent overload control policies
for a server, given the big difference that exists in
the computational demand of new SSL connections
versus resumed SSL connections, especially in sce-
narios where the SSL computational demand dom-
inates over the computational demand of the
service itself, as typically occurs in e-commerce
applications.

Based on the SSL connection differentiation, a
session-based adaptive admission control mecha-
nism for the Tomcat application server is imple-
mented. This mechanism allows the server to avoid
throughput degradation and response time incre-
ments occurred during overload conditions. The ser-
ver differentiates full SSL connections from resumed
SSL connections and limits the acceptance of full
SSL connections to the maximum number possible
without overloading the available resources, while
it accepts all the resumed SSL connections. In this
way, the admission control mechanism maximizes
the number of sessions completed successfully,
allowing e-commerce sites based on SSL to increase
the number of transactions completed, thus generat-
ing higher benefit.

The rest of the paper is organized as follows: Sec-
tion 2 introduces the SSL protocol and its imple-
mentation in Java. Section 3 describes our
methodology for characterizing the scalability of
e-commerce applications. Sections 4 and 5 detail
the implementation of the SSL connection differen-
tiation and SSL admission control mechanisms.
Section 6 describes the experimental environment
used in our evaluation. Section 7 presents the eval-
uation results of our overload control strategy. Sec-
tion 8 presents the related work and finally, Section
9 presents the conclusions of this paper.

2. Security for e-commerce Java applications

2.1. SSL protocol

The SSL protocol provides communications pri-
vacy over the Internet using a combination of pub-
lic-key and private-key cryptography and digital
certificates (X.509). This protocol does not introduce
a new degree of complexity in web applications’
structure because it works almost transparently on
top of the socket layer. However, SSL remarkably
increases the computation time necessary to serve a
connection, due to the use of cryptography to
achieve its objectives. This increment has a notice-
able impact on the server’s performance, which has
been evaluated in [5]. This study concludes that the
maximum throughput obtained when using SSL
connections is 7 times lower than when using normal
connections. The study also notices that when the
server is attending non-secure connections and over-
loads, it can maintain the throughput if new clients
arrive, while if attending SSL connections, the over-
load of the server provokes degradation of the
throughput.

Most of the computation time required when
using SSL is spent during the SSL handshake phase,
which features the negotiation between the client
and the server to establish a SSL connection. Two
different SSL handshake types can be distinguished,
namely the full SSL handshake and the resumed
SSL handshake. The full SSL handshake is negoti-
ated when a client establishes a new SSL connection
with the server, and requires the complete negotia-
tion of the SSL handshake, including parts that
need a lot of computation time to be accomplished.
We have measured the computational demand of a
full SSL handshake in a 1.4 GHz Xeon to be around
175 ms. The SSL resumed handshake is negotiated
when a client establishes a new HTTP connection
with the server but resumes an existing SSL connec-
tion. As the SSL session ID is reused, part of the
SSL handshake negotiation can be avoided, reduc-
ing considerably the computation time for perform-
ing a resumed SSL handshake. We have measured
the computational demand of a resumed SSL hand-
shake in a 1.4 GHz Xeon to be around 2 ms. Note
the big difference between the time to negotiate a
full SSL handshake compared to the time to negoti-
ate a resumed SSL handshake (175 ms vs. 2 ms).

2.2. JSSE API limitations

The Java Secure Socket Extension (JSSE) [4]
implements a Java technology version of the Secure
Sockets Layer (SSL) [2] and Transport Layer Secu-
rity (TLS) [6] protocols.

The JSSE API provides the SSLSocket and
SSLServerSocket classes, which can be instanti-
ated to create secure channels. The JSSE API sup-
ports the initiation of a handshake on a SSL
connection in one of three ways. Calling start-

Handshake explicitly begins handshakes, any
attempt to read or write application data through
the connection causes an implicit handshake, and
a call to getSession tries to set up a session if
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there is no currently valid session, and an implicit
handshake is done. After handshaking has com-
pleted, session attributes can be accessed by using
the getSession method. If handshaking fails for
any reason, the SSLSocket is closed, and no fur-
ther communications can be done.

Notice that the JSSE API does not support any
way to consult whether an incoming SSL connec-
tion provides a reusable SSL session ID until the
handshake is fully completed. Having this informa-
tion prior to the handshake negotiation could be
very useful, for example for servers doing overload
control based on SSL connection differentiation,
given the big difference that exists on the computa-
tional demand of new SSL connections versus
resumed SSL connections. It is important to note
that the verification to check if an incoming SSL
connection provides a valid SSL session ID is
already performed by the JSSE API prior to hand-
shaking, because this verification is needed in order
to negotiate both a full SSL handshake and a
resumed SSL handshake. Therefore, the addition
of a new interface to access this information would
not involve any additional cost.

3. Scalability characterization methodology

The scalability of an application server is defined
as its ability to maintain a site’s availability, reliabil-
ity, and performance while the amount of simulta-
neous web traffic, or load, hitting the application
server increases [7]. Given this definition, the scala-
bility of an application server can be represented by
measuring the performance of the application server
while the load increases. With this representation,
the load that overloads the server can be detected.
An application server is overloaded when it is
unable to maintain the site’s availability, reliability,
and performance (i.e. the server does not scale).
As derived from the definition, when the server is
overloaded, the performance is degraded (lower
throughput and higher response time) and the num-
ber of client requests refused is increased.

At this point, two questions should appear to the
reader (and of course, to the application server
administrator). Firstly, the load that overloads the
server has been detected, but why is this load caus-
ing the server’s performance to degrade? In other
words, in which parts of the system (CPU, database,
network, etc.) will a request be spending most of its
execution time when the server is overloaded? In
order to answer this question, this paper proposes
to analyze the application server’s behavior using
a performance analysis framework, which considers
all levels involved in the application server’s execu-
tion, allowing a fine-grained analysis of dynamic
web applications.

Secondly, the application server’s scalability with
given resources has been measured, but how would
affect the addition of more resources to the applica-
tion server’s scalability? This adds a new dimension
to the application servers scalability: the measure-
ment of the scalability relative to the resources. This
scalability can be done in two different ways: verti-
cal and horizontal.

Vertical scalability (also called scaling up) is
achieved by adding capacity (memory, processors,
etc.) to an existing application server and requires
few to no changes to the architecture of the system.
Vertical scalability increases the performance (as
long as the added resource were a bottleneck for
the server’s performance) and the manageability of
the system, but decreases the reliability and avail-
ability (single failure is more likely to lead to system
failure). This paper considers this kind of scalability
relative to the resources.

Horizontal scalability (also called scaling out) is
achieved by adding new application servers to the
system, also increasing its complexity. Horizontal
scalability increases the reliability, the availability
and the performance (depending on load balanc-
ing), but decreases the manageability (there are
more elements in the system).

The analysis of the application server’s behavior
will provide hints to help answer the question of
how it would affect the application server’s scalabil-
ity if more resources were added. If the analysis
reveals that a resource is a bottleneck for the appli-
cation server’s performance, then this encourages
the addition of new resources of this type (vertical
scaling) in order to improve the server’s scalability.
On the other hand, if a resource that is not a bottle-
neck for the application server’s performance is
upgraded, the added resources are wasted because
the scalability is not improved and the causes of
the server’s performance degradation remain unre-
solved. This observation motivates the analysis of
the application server’s behavior in order to detect
the causes of overload before adding new resources.

4. SSL connection differentiation

As we mentioned in Section 2.2, there is no way
in the JSSE packages to query if an incoming SSL
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connection provides a reusable SSL session ID until
the handshake is fully completed. We propose
extending the JSSE API to allow applications to dif-
ferentiate new SSL connections from resumed SSL
connections prior to when the handshaking has
started.

This new feature can be useful in many scenarios.
For example, a connection scheduling policy based
on prioritizing the resumed SSL connections (i.e.
the short connections) will result in a reduction of
the average response time, as described in previous
works using SRPT and related policies for schedul-
ing HTTP requests in static web servers [8,9], TCP
flows in Internet routers [10], and download
requests in peer-to-peer systems [11]. Moreover, pri-
oritizing the resumed SSL connections will increase
the probability for a client to complete a session,
maximizing the number of sessions completed suc-
cessfully. In addition, a server could limit the num-
ber of new SSL connections that it accepts, in order
to avoid throughput degradation produced during
overload conditions.

In order to evaluate the advantages of being able
to differentiate new SSL connections from resumed
SSL connections and the convenience of adding this
functionality to the standard JSSE API, we have
implemented an experimental mechanism that
allows this differentiation prior to the handshake
negotiation. We have measured that this mechanism
is not expected to add significant additional cost.
The mechanism works at the system level and is
based on examining the contents of the first TCP
segment received on the server after the connection
is established.

After a new connection is established between the
server and the client, the SSL protocol starts a
handshake negotiation. The protocol begins with
the client sending a SSL ClientHello message (refer
to the RFC 2246 [6] for more details) to the server.
This message can include a SSL session ID from a
previous connection if it wants the SSL session to
be reused. This message is sent in the first TCP seg-
ment that the client sends to the server. The imple-
mented mechanism checks the value of this SSL
message field to determine if the connection is a
resumed SSL connection or a new one.

The mechanism operation begins when a new
incoming connection is accepted by the Tomcat ser-
ver, and a socket structure is created to represent the
connection in the operating system as well as in the
JVM. After establishing the connection but prior to
the handshake negotiation, the Tomcat server
requests the classification of this SSL connection,
using a JNI native library that is loaded into the
JVM process. The library translates the Java request
into a new native system call implemented in the
Linux kernel using a Linux kernel module. The
implementation of the system call calculates a hash
function from the parameters provided by the Tom-
cat server (local and remote IP address and TCP
port) which produces a socket hash code that makes
it possible to find the socket inside a connection
established socket hash table. When the system
struct sock that represents the socket is located
and in consequence all the received TCP segments
for that socket after the connection establishment,
the first one of the TCP segments is interpreted as
a SSL ClientHello message. If this message contains
a SSL session ID with value 0, it can be concluded
that the connection is trying to establish a new
SSL session. If a non-zero SSL session ID is found
instead, the connection is trying to resume a previ-
ous SSL session. The value of this SSL message field
is returned by the system call to the JNI native
library which, in turn, returns it to the Tomcat ser-
ver. With this result, the server can decide, for
instance, to apply an admission control algorithm
to decide if the connection should be accepted or
rejected.

5. SSL admission control

In order to prevent server overload in secure
environments, we have incorporated a new compo-
nent into the Tomcat server, called eDragon
Admission Control (EAC), which implements a ses-
sion-oriented adaptive mechanism that performs
admission control based on SSL connection differ-
entiation. The EAC continuously monitors incom-
ing secure connections to the server, performs
online measurements distinguishing new SSL con-
nections from resumed SSL connections and decides
which incoming SSL connections are accepted. The
differentiation of resumed SSL connections from
new SSL connections is performed with the mecha-
nism described in Section 4.

The EAC has two main objectives. The first
objective consists of maximizing the number of ses-
sions successfully completed. The EAC accom-
plishes this objective by accepting all the resumed
SSL connections that hit the server. The second
objective consists of preventing the server from get-
ting overloaded, and in this way, avoiding server
throughput degradation and maintaining acceptable
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response times. This objective is accomplished by
the EAC by keeping the maximum amount of load
just below the system’s capacity. For secure web
applications, the system’s capacity depends on the
available processors, as it has been demonstrated
in [5], due to the great computational demand of
these kinds of applications. Therefore, if the server
can use more processors, it can accept more SSL
connections without overloading. Considering this,
the EAC limits the massive arrival of new SSL con-
nections to the maximum number acceptable by the
server before it overloads, which depends on
the available processors. The procedure used by
the EAC for calculating this number is as follows:

For every sampling interval k (currently defined
as 2 s), the EAC calculates the number of resumed
SSL connections (defined as O(k)) that arrive to
the server during that interval. The average compu-
tation time entailed by a resumed SSL connection
(defined as CTO) and the average computation time
entailed by a new SSL connection (defined as CTN)
have been measured using static profiling on the
application. Each measurement includes not only
the average computation time spent in the negotia-
tion of the SSL handshake, but also the average
computation time spent for generating all the
dynamic web content requested using that connec-
tion and the average computation time spent for
SSL encryption/decryption during the data transfer-
ring phase.

Using the previously defined values, the EAC
periodically calculates, at the beginning of every
sampling interval k, the maximum number of new
SSL connections that can be accepted by the server
during that interval without overloading. We define
this value as N(k). Since resumed SSL connections
have preference with respect to new SSL connec-
tions (all resumed SSL connections are accepted),
this maximum depends on the computation time
required by the already accepted resumed SSL con-
nections (which can be calculated using the previous
definitions as O(k) · CTO) and the number of pro-
cessors allocated to the server (defined as A(k)).
Considering these two values, the EAC can deter-
mine the remaining computational capacity for
attending new SSL connections and hence the value
of N(k), in the following way:

NðkÞ ¼ k � AðkÞ � OðkÞ � CTO
CTN

� �
:

The EAC will only accept up until the maximum
number of new SSL connections that do not over-
load the server (N(k)) (i.e. they can be served with
the available computational capacity without
degrading the QoS). The rest of the new SSL con-
nections arriving at the server will be refused.

Notice that if the number of resumed SSL con-
nections increases, the server has to decrease the
number of new SSL connections it accepts, in order
to avoid server overload with the available proces-
sors and vice versa, if the number of resumed SSL
connections decreases, the server can increase the
number of new SSL connections that it accepts.

6. Experimental environment

6.1. Tomcat Servlet container

We use Tomcat v5.0.19 [3] as the application ser-
ver. Tomcat is an open-source servlet container
developed under the Apache license. Its primary
goal is to serve as a reference implementation of
the Sun Servlet and JSP specifications. Tomcat
can work as a standalone server (serving both static
and dynamic web content) or as a helper for a web
server (serving only dynamic web content). In this
paper we use Tomcat as a standalone server.

Tomcat follows a connection service schema
where, at a given time, one thread (a HttpProcessor)
is responsible for accepting a new incoming connec-
tion on the server listening port and assigning it to a
socket structure. From this point, that HttpProces-
sor will be responsible for attending to and serving
the received requests through the persistent connec-
tion established with the client, while another Http-
Processor will continue accepting new connections.
HttpProcessors are commonly chosen from a pool
of threads in order to avoid thread creation
overheads.

Persistent connections are a feature of HTTP 1.1
that allows serving different requests using the same
connection, saving a lot of work and time for the
web server, client and the network, considering that
establishing and tearing down HTTP connections is
an expensive operation. The pattern of a persistent
connection in Tomcat is shown in Fig. 1. In this
example, three different requests are served through
the same connection. The rest of the time (connection

(no request)) the server is keeping the connection
open waiting for another client request. A connec-
tion timeout is programmed to close the connection
if no more requests are received. Notice that within
every request the service (execution of the servlet
implementing the demanded request) is distinguished
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from the request (no service). This is the pre and post
process that Tomcat requires to invoke the servlet
that implements the demanded request.

Fig. 2 shows the pattern of a secure persistent
connection in Tomcat. Notice that when using
SSL the pattern of the HTTP persistent connection
is maintained, but the underlying SSL connection
supporting this persistent HTTP connection must
be previously established, by negotiating an SSL
handshake, which can be full or resumed depending
on whether an SSL Session ID is reused. For
instance, if a client must establish a new HTTP con-
nection because its current HTTP connection has
been closed by the server due to a connection persis-
tence timeout expiration, since it reuses the underly-
ing SSL connection, it will negotiate a resumed SSL
handshake.

We have configured Tomcat by setting the maxi-
mum number of HttpProcessors to 100 and the con-
nection persistence timeout to 10 s.
6.2. Auction site benchmark (RUBiS)

The experimental environment also includes a
deployment of the servlets version 1.4.2 of the
RUBiS (Rice University Bidding System) [12]
Fig. 2. Tomcat secure persistent connection pattern.
benchmark on Tomcat. RUBiS implements the core
functionality of an auction site: selling, browsing
and bidding. RUBiS defines 27 interactions. Among
the most important ones are browsing items by cat-
egory or region, bidding, buying or selling items and
leaving comments on other users. Five of the 27
interactions are implemented using static HTML
pages. The remaining 22 interactions require data
to be generated dynamically. RUBiS supplies imple-
mentations using different mechanisms for generat-
ing dynamic web content like PHP, Servlets and
several kinds of EJBs.

The client workload for the experiments was gen-
erated using a workload generator and web perfor-
mance measurement tool called Httperf [13]. This
tool, which supports both HTTP and HTTPS pro-
tocols, allows the creation of a continuous flow of
HTTP/S requests issued from one or more client
machines and processed by one server machine.
The workload distribution generated by Httperf
was extracted from the RUBiS client emulator.
RUBiS client emulator defines two workload mixes:
a browsing mix made up of only read-only interac-
tions and a bidding mix that includes 15% read–
write interactions. The experiments in this paper
use the browsing mix.

Although the RUBiS client emulator follows a
closed system model, the combination of Httperf
with a RUBiS workload allows the use of a
partly-open model (as defined in [14]), which is a
more realistic alternative to represent web applica-
tions behavior. In this model, new clients initiate a
session with the server (implemented as a persistent
HTTP/S connection) according to a certain arrival
rate. This rate can be specified as one of the param-
eters of Httperf. Emulated clients use the estab-
lished persistent connection to issue requests to the
server.

Every time a client receives the server’s response
to a request, there is a probability p that the client
simply leaves the system, and there is a probability
1 � p that the client remains in the system and makes
another request, possibly after some think time. The
think time emulates the ‘‘thinking’’ period of a real
client who takes a period of time before clicking on
the next request. The think time is generated from
a negative exponential distribution with a mean of
7 s. The next request in the session is decided using
a Markov model. This model uses a transition prob-
ability matrix with probabilities attached to transi-
tions from each RUBiS interaction to the others.
In particular, this matrix defines for each interaction
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the probability of ending the session (i.e. p), which is
0.2 for 10 of the 27 interactions and 0 for the rest.
This value determines the sessions duration for a
given workload, which is an important factor
because overload is especially harmful for the per-
formance of workloads with longer sessions, such
as those in RUBiS. Notice that our overload preven-
tion strategy can prevent throughput degradation
for all SSL workloads, independently of the duration
of the sessions, by limiting the number of accepted
connections. However, the performance gains will
be more noticeable for workloads with long sessions,
due to the added benefit of giving priority to
resumed SSL connections.

Httperf also allows configuring a client timeout.
If this timeout is elapsed and no reply has been
received from the server, the current persistent con-
nection with the server is discarded. This emulates
the fact that the real client gets bored of waiting
for a response from the server and leaves the site.
For the experiments in this paper, Httperf has been
configured by setting the client timeout value to
10 s.

6.3. Performance analysis framework

In order to determine the causes of the server
overload, we propose analyzing the application ser-
ver’s behavior using a performance analysis frame-
work. This framework, which consists of an
instrumentation tool called Java Instrumentation
Suite (JIS [15]) and a visualization and analysis tool
called Paraver [16], considers all levels involved in
the application server’s execution (operating system,
JVM, application server and application), and
allows a fine-grained analysis of dynamic web appli-
cations. For example, the framework can provide
detailed information about the thread status, system
calls (I/O, sockets, memory & thread management,
etc.), monitors, services, connections, etc. Further
information about the implementation of the per-
formance analysis framework and its use for the
analysis of dynamic web applications can be found
in [15,17].

6.4. Hardware and software platform

The Tomcat server (with the RUBiS benchmark
deployed on it) runs on a 4-way Intel XEON
1.4 GHz with 2 GB RAM. Tomcat makes queries
to a MySQL v4.0.18 [18] database server using the
MM.MySQL v3.0.8 JDBC driver. The MySQL ser-
ver runs on another machine, which is a 2-way Intel
XEON 2.4 GHz with 2 GB RAM. In addition, we
have configured a machine with a 2-way Intel
XEON 2.4 GHz and 2 GB RAM to run the work-
load generator (Httperf 0.8). For each experiment
performed in the evaluation section (each point in
the graphs corresponds to an experiment), the Htt-
perf tool is parametrized with the number of new
clients per second that initiate a session with the ser-
ver (this value is indicated in the horizontal axis of
the graphs) and with the workload distribution that
these clients must follow (extracted from the Mar-
kov model mentioned in the previous section).
Then, Httperf emulates the execution of these cli-
ents by performing secure requests to the Tomcat
server during a run of 10 min. All the machines
are connected using a 1 Gbps Ethernet interface
and run the 2.6 Linux kernel. For our experiments
we use the Sun JVM 1.4.2 for Linux, using the ser-
ver JVM instead of the client JVM and setting the
initial and the maximum Java heap size to 1024
MB. All the tests are performed with the common
RSA-3DES-SHA cipher suit, using a 1024 bit RSA
key.

7. Evaluation

In this section we present our characterization of
the Tomcat server’s scalability and the evaluation
comparison of our overload control strategy with
respect to the original Tomcat server.

7.1. Scalability characterization of the Tomcat server

This section presents the scalability characteriza-
tion of the Tomcat application server when running
the RUBiS benchmark using SSL. The characteriza-
tion is divided in two parts. The first part is an eval-
uation of the vertical scalability of the server when
running with different numbers of processors, deter-
mining the impact of adding more processors on the
server overload (can the server support more clients
before overloading?). The second part consists of a
detailed analysis of the server’s behavior using the
performance analysis framework, in order to deter-
mine the causes of the server overload when running
with different numbers of processors.

7.1.1. Vertical scalability of the Tomcat server

Fig. 3 shows the Tomcat throughput as a func-
tion of the number of new clients per second initiat-
ing a session with the server when running with



Fig. 3. Throughput of the original Tomcat with different numbers of processors.

Table 2
Average server’s throughput when overloaded

Number of processors Throughput (replies/s)

1 13
2 28
3 41
4 53
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different numbers of processors. Notice that for a
given number of processors, the server’s throughput
increases linearly with respect to the input load (i.e.
the server scales) until a determined number of cli-
ents hit the server. At this point, the throughput
achieves its maximum value. Table 1 shows the
number of clients that overload the server and the
maximum throughput achieved before overloading
when running with different numbers of processors.
Notice that, since secure workloads are CPU-inten-
sive, running with more processors allows the server
to handle more clients before overloading, so the
maximum throughput achieved is higher. In partic-
ular, running with 2 processors increases the maxi-
mum throughput achieved by a factor of 1.7,
running with 3 processors by a factor of 2.3, and
running with 4 processors by a factor of 2.8. Notice
that the achieved improvement is not linear because
processors are not the only component limiting the
server’s performance. When the number of clients
that overload the server has been reached, the ser-
ver’s throughput degrades until approximately
Table 1
Number of clients that overload the server and maximum
throughput achieved before overload occurs

Number of processors New clients/s Throughput (replies/s)

1 2 90
2 4 155
3 6 208
4 8 256
20% of the maximum achievable throughput while
the number of clients increases, as shown in Table 2.
This table shows the average throughput obtained
when the server is overloaded when running
with different numbers of processors. Notice that,
although the throughput obtained has decreased
in all cases where the server has reached an over-
loaded state, running with more processors
improves the throughput again. When the server is
overloaded, running with 2 processors increases
the maximum achieved throughput by a factor of
2.1, running with 3 processors by a factor of 3.1,
and running with 4 processors by a factor of 4. In
this case, a linear improvement is achieved, because
processors are the main component limiting the
performance.

As well as degrading the server’s throughput, the
server overload also affects the server’s response
time, as shown in Fig. 4. This figure shows the
server’s average response time as a function of
the number of new clients per second initiating a
session with the server when running with different
numbers of processors. Notice that when the server
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is overloaded the response time increases (especially
when running with one processor) as the number of
clients grow.

Server overload has another undesirable effect,
especially in e-commerce environments where ses-
sion completion is a key factor. As shown in
Fig. 5, which shows the number of sessions com-
pleted successfully when running with different
numbers of processors, when the server is over-
loaded only a few sessions can finalize completely.
Consider the great revenue loss that this fact can
Fig. 5. Completed sessions by the original Tom
provoke for example in an online store, where only
a few clients can finalize the acquisition of a
product.

7.1.2. Scalability analysis of the Tomcat server

The analysis methodology consists of comparing
the server’s behavior when it is overloaded with that
when it is not, using the performance analysis
framework described in Section 6.3. We calculate
a series of metrics representing the server’s behavior,
and we determine which of them are affected while
cat with different numbers of processors.



4502 J. Guitart et al. / Computer Networks 51 (2007) 4492–4510
increasing the number of clients. From these met-
rics, an in-depth analysis is performed looking
for the causes of their dependence on the server
load.

First of all, using the performance analysis
framework, we calculate the average time spent by
the server processing a persistent client connection,
distinguishing the time devoted to each phase of
the connection (connection phases have been
described in Section 6.1) when running with differ-
ent numbers of processors. This information is dis-
played in Fig. 6. Notice that when the server is
not overloaded, the majority of the time spent to
process a client connection is devoted to the connec-

tion (no request) phase. During this phase the con-
nection remains established waiting for additional
requests from the client (i.e. maintaining connection
persistence) and for this reason CPU consumption
is low.

On the other side, when the server overloads, the
average time required to handle a connection
increases considerably, mainly at the SSL hand-

shake and the connection (no request) phases. The
proportionally greater increment occurs in the
SSL handshake phase. In particular, the time spent
in this phase increases from 18 ms to 1050 ms when
running with one processor, from 7 ms to 602 ms
with two processors, from 6 ms to 610 ms with three
processors and from 6 ms to 464 ms with four pro-
cessors. The increment that occurs in the connection

(no request) phase is proportionally lower, but also
noticeable. In particular, the time spent in this phase
has increased from 605 ms to 2711 ms when running
with one processor, from 485 ms to 1815 ms with
two processors, from 515 ms to 1134 ms with three
processors and from 176 ms to 785 ms with four
processors.
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Fig. 6. Average time spent by the server processing a persistent
client connection.
To determine the causes of the great increase in
the time spent in the SSL handshake phase of the
connection, we calculate the percentage of connec-
tions that perform a resumed SSL handshake (reus-
ing the SSL Session ID) versus the percentage of
connections that perform a full SSL handshake
when running with different numbers of processors.
This information is shown in Fig. 7. Notice that
when the server runs with one processor without
overloading, 97.3% of SSL handshakes reuse the
SSL connection, but when it overloads, only
32.9% reuse it. The rest negotiate a full SSL hand-
shake, overloading the server because it cannot sup-
ply the computational demand of these full SSL
handshakes. Remember the big difference between
the computational demand of a resumed SSL hand-
shake (2 ms) and a full SSL handshake (175 ms).
The same situation is produced when running with
two processors (the percentage of full SSL hand-
shakes increases from 2% to 67.2%), when running
with three processors (from 2.4% to 62.5%), and
when running with four processors (from 1.4% to
63.5%).

This lack of computational power also explains
the increase in the time spent in the connection (no

request) phase. The connection remains open wait-
ing for additional requests from a given client, but
when these requests arrive to the server machine,
since there is no available CPU to accept them, they
must wait longer in the operating system’s internal
network structures before being accepted.

We have determined that when running with any
number of processors the server overloads when
most of the incoming client connections need to
negotiate a full SSL handshake instead of resuming
an existing SSL connection, requiring a computing
capacity that the available processors are unable
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Fig. 7. Incoming server connections classification depending on
the SSL handshake type performed.
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to supply. Nevertheless, why does this occur from a
given number of clients? In other words, why do
incoming connections negotiate a full SSL hand-
shake instead of a resumed SSL handshake when
attending to a given number of clients? Remember
that we have configured the client with a timeout
of 10 s. This means that if no reply is received in this
time, the client’s connection will be discarded. When
the server is overloaded, it cannot handle the incom-
ing requests before the client timeouts expire. For
this reason, in the long run most of the resumed
connections with the server will be discarded, and
only new clients will arrive at the server. Remember
that the initiation of a new client requires the estab-
lishment of a new SSL connection, and therefore the
negotiation of a full SSL handshake. Therefore, if
the server is overloaded and it cannot handle the
incoming requests before the client timeouts expire,
this provokes the arrival of a great amount of new
client connections that need the negotiation of a full
SSL handshake, requiring a computing capacity
that the available processors are unable to supply.

This shows that client timeouts have an impor-
tant effect on the server’s performance. One could
think about raising client timeouts as the server load
increases in order to avoid the degradation of ser-
ver’s performance. However, this is not an appro-
priate solution for two reasons. Firstly, client
timeouts cannot be modified because they are out
of the scope of the server administrator. Secondly,
even if this modification were feasible, the server will
Fig. 8. Throughput of Tomcat with overload co
overload anyway, although this will occur when
attending to a higher number of clients. In addition,
since this solution does not allow differentiating
resumed SSL connections from new ones, the prior-
itization of resumed connections that our approach
supports cannot be accomplished, and for this rea-
son, the number of sessions completed successfully
will be lower, losing one of the added values of
our approach.

Considering the described behavior, it makes
sense to design an overload control strategy that
prevents the massive arrival of client connections
that need to negotiate a full SSL handshake and will
overload the server, avoiding in this way the server’s
throughput degradation and maintaining a good
quality of service (good response time) for already
connected clients.

7.2. Tomcat with overload control

Fig. 8 shows the throughput of Tomcat with
overload control as a function of the number of
new clients per second initiating a session with the
server when running with different numbers of pro-
cessors. Notice that for a given number of proces-
sors, the server’s throughput increases linearly
with respect to the input load (the server scales)
until a determined number of clients hit the server.
At this point, the throughput achieves its maximum
value. Until this point, the server with overload con-
trol behaves in the same way as the original one.
ntrol with different numbers of processors.
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However, when the number of clients that would
overload the server has been achieved, the EAC
can avoid degradation in the throughput, maintain-
ing the maximum achievable throughput, as shown
in Fig. 8. Notice that running with more processors
allows the server to handle more clients, so the max-
imum achieved throughput is higher.

The overload control strategy also allows to
maintain the response time at levels that guarantee
a good quality of service to the clients, even when
Fig. 9. Response time of Tomcat with overload c

Fig. 10. Completed sessions by Tomcat with overloa
the number of clients that would normally overload
the server has been reached, as shown in Fig. 9. This
figure shows the server’s average response time as a
function of the number of new clients per second
initiating a session with the server when running
with different numbers of processors.

Finally, the overload control strategy also has a
beneficial effect for session-based clients. As shown
in Fig. 10, which shows the number of sessions
successfully finished when running with different
ontrol with different numbers of processors.

d control with different numbers of processors.
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numbers of processors, the number of sessions that
can finalize completely does not decrease, even when
the number of clients that would normally overload
the server has been reached.

If we repeat the scalability analysis performed in
Section 7.1.2 on a Tomcat server that uses the over-
load control strategy, we can confirm that even
though the server is in an overloaded state, our
admission control mechanism is able to maintain
almost the same average time spent processing a
persistent client’s connection (as shown in Fig. 11)
and a similar ratio between resumed and new SSL
connections to the one observed when the server is
not overloaded (as shown in Fig. 12).

As a final comment, we want to mention that our
overload control approach adapts well to transient
overload situations produced due to the inherent
variability of web workloads. This has not been
directly demonstrated in the evaluation, which
shows experiments with a fixed number of new cli-
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Fig. 11. Average time spent by the server processing a persistent
client connection when using the overload control strategy.

0
10
20
30
40
50
60
70
80
90

100

no yes no yes no yes no yes
1 CPU 2 CPU 3 CPU 4 CPU

overloaded?

pe
rc

en
ta

ge

Full handshake Resumed handshake

Fig. 12. Incoming server connections classification depending on
the SSL handshake type performed when using the overload
control strategy.
ents arriving at the server every second, but it has
been demonstrated indirectly, because the number
of requests that the server receives every second is
not fixed, since in addition to the requests from
new clients, it includes the requests from all the cli-
ents that are already in the system. The only
requirement for our mechanism to work properly
is to have information about the resources allocated
to the server at every moment. This paper assumes
that the server has a static number of resources allo-
cated, thus having this information is straightfor-
ward. We have considered the case of having
dynamically allocated resources in [19], where we
have complemented our admission control strategy
with a dynamic resource provisioning mechanism
that decides on the resource distribution among
the applications and informs them about their allo-
cated resources. The evaluation in this paper (which
includes experiments with a variable number of new
clients per second arriving at the server) demon-
strates that our solution can adequately prevent
transient overloads.
8. Related work

8.1. Characterization of application servers’

scalability

Application servers’ scalability constitutes an
important aspect in supporting the increasing num-
ber of users of secure dynamic web sites. Although
this work focuses on maintaining a server’s scalabil-
ity when running in secure environments by adding
more resources (vertical scaling), the great computa-
tional demand of SSL protocol can also be handled
using other approaches.

Major J2EE vendors such as BEA [20] or IBM
[21,22] use clustering (horizontal scaling) to achieve
scalability and high availability. Several studies
evaluating server’s scalability using clustering have
been performed [21,23], but none of them considers
security issues.

Scalability can also be achieved by delegating the
security issues on a web server (e.g. Apache web ser-
ver [24]) while the application server only processes
dynamic web requests. In this case, the computa-
tional demand will be transferred to the web server,
which can be optimized for SSL management.

Servers’ scalability in secure environments can
also be achieved by adding new specialized hard-
ware [25] for processing SSL requests, thereby



4506 J. Guitart et al. / Computer Networks 51 (2007) 4492–4510
reducing the processor demand, but increasing the
cost of the system.

Related with the vertical scalability covered in
this paper, some works have evaluated this scalabil-
ity on web servers and application servers. For
example, [26,27] only consider static web content,
and in [28,26,27,29] the evaluation is limited to a
numerical study without performing analysis to jus-
tify the scalability results obtained. None of these
works evaluates the effect of security on an applica-
tion server’s scalability.

Other works try to improve the application ser-
ver’s scalability by tuning some server parameters
and/or JVM options and/or operating system prop-
erties. For example, Tomcat’s scalability while tun-
ing certain parameters, including different JVM
implementations, JVM flags and XML implementa-
tions has been studied in [30]. In the same way, the
application server’s scalability using different mech-
anisms for generating dynamic web content has
been evaluated in [31]. However, none of these
works considers any kind of scalability relative to
resources (either vertical or horizontal), nor the
influence of security on the application server’s
scalability.

Certain types of analysis has been performed in
some works. For example, [12,31] provide a quantita-
tive analysis based on general metrics of application
server’s execution by collecting system utilization sta-
tistics (CPU, memory, network bandwidth, etc.).
These statistics may allow the detection of some
application server bottlenecks, but this coarse-
grained analysis is often not enough when dealing
with more sophisticated performance problems.

The influence of security on application server’s
scalability has been covered in some works. For
example, the performance and architectural impact
of SSL on the servers in terms of various parameters
such as throughput, utilization, cache sizes and
cache miss ratios has been analyzed in [32], conclud-
ing that SSL increases the computational cost of
transactions by a factor of 5–7. The impact of each
individual operation of TLS protocol in the context
of web servers has been studied in [33], showing that
the key exchange is the slowest operation in the pro-
tocol. [34] analyzes the impact of the full handshake
in the establishment of a connection and proposes
caching sessions to reduce it.

Security for Web Services can also be provided
with SSL, but other proposals such as WS-Security
[35], which use industry standards like XML
Encryption and XML Signature, can be used
instead. Coupled with WS-SecureConversation, the
advantage WS-Security has over SSL over HTTP
is twofold: firstly, it works independently of the
underlying transport protocol and secondly, it pro-
vides security mechanisms that operate in end-to-
end scenarios (across trust boundaries) as opposed
to point-to-point scenarios (i.e. SSL). Anyway, since
WS-Security also requires a great computational
demand to support its encryption mechanisms, it
makes most of the conclusions obtained in this
paper valid in a Web Services environment too.

Our approach intends to achieve a complete
characterization of dynamic web applications using
SSL vertical scalability and determines the causes of
server overload by performing a detailed analysis of
the application server’s behavior while considering
all levels involved in the execution of dynamic web
applications.

8.2. Overload control in web environments

The effect of overload on web applications has
been covered in several works, applying different
perspectives in order to prevent these effects. These
different approaches focus on request scheduling,
admission control, service differentiation, service
degradation, resource management and almost any
combination of them.

Request scheduling refers to the order in which
concurrent requests should be served. Typically,
servers have left this ordination to the operating sys-
tem. But, as it is well known from queuing theory
that the shortest remaining processing time first
(SRPT) scheduling minimizes queuing time (and
therefore the average response time), some propos-
als [8,9] implement policies based on this algorithm
to prioritize the service of short static content
requests before long requests. This prioritized
scheduling in web servers has been proven effective
in providing significantly better response time to
high priority requests at a relatively low cost to
lower priority requests. Although scheduling can
improve response times, under extreme overloads
other mechanisms become indispensable. Besides,
better scheduling can always be complementary to
any other mechanism.

Admission control is based on reducing the
amount of work the server accepts when it is faced
with overload. Service differentiation is based on
differentiating classes of customers so that the
response times of preferred clients do not suffer in
the presence of overload. Admission control and
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service differentiation have been combined in some
works to prevent server overload. ACES [36]
attempts to limit the number of admitted requests
based on estimated service times, and also allows
service prioritization. The evaluation of this
approach is based only on simulation. Other works
have considered dynamic web content. An adaptive
approach to overload control in the context of the
SEDA Web server [37] is described in [38]. SEDA
decomposes services into multiple stages, each one
of which can perform admission control based on
monitoring the response time through that stage.
The evaluation includes dynamic content in the
form of a web-based email service. In [39], the
authors present an admission control mechanism
for e-commerce sites that externally observes the
execution costs of requests, distinguishing different
request types. Other approaches [40–42] use control
theory with a feedback element for dealing with
overload. Yaksha [40] implements a self-tuning pro-
portional integral controller for admission control
in multi-tier e-commerce applications using a single
queue model. Quorum [41] is a non-invasive soft-
ware approach to QoS provisioning for large-scale
Internet services that ensures reliable QoS guaran-
tees using traffic shaping and admission control at
the entrance of the site, and monitoring the service
at the exit. In [42], the authors propose a scheme
for autonomous performance control of Web appli-
cations. They use a queueing model predictor and
an online adaptive feedback loop that enforces
admission control of the incoming requests to
ensure that the desired response time target is met.

Some works have integrated resource manage-
ment with other approaches such as admission con-
trol and service differentiation. For example, [43]
proposes using resource containers as an operating
system abstraction that embodies a resource. [44]
proposes a resource overbooking based scheme for
maximizing the revenue generated by the available
resources in a shared platform. [45] presents a pro-
totype data center implementation which is used
to study the effectiveness of dynamic resource allo-
cation for handling flash crowds. Cataclysm [46]
performs overload control by bringing together
admission control, service degradation and the
dynamic provisioning of platform resources.

Service degradation tries to avoid refusing clients
as a response to the overload but instead reduces the
level of service offered to clients [47,48,46,38], for
example in the form of providing smaller content
(e.g. lower resolution images).
On most of the prior work, overload control is
performed on a per request basis, which may not
be adequate for many session-based applications,
such as e-commerce applications. A session-based
admission control scheme has been reported in
[49]. This approach allows sessions to run to com-
pletion even under overload, by denying all access
when the server load exceeds a predefined threshold.
Another approach to session-based admission con-
trol based on the characterization of a commercial
web server’s log, which discriminates the scheduling
of requests based on the probability of completion
of the session that the requests belong to, is pre-
sented in [50].

Our proposal combines important aspects that
previous work has considered in isolation or has
simply ignored. Firstly, we consider dynamic web
content instead of simpler static web content. Sec-
ondly, we focus on session-based applications, con-
sidering the particularities of these applications
when performing admission control. Thirdly, our
proposal is fully adaptive to the available resources
and to the number of connections in the server
instead of using predefined thresholds. Finally, we
consider overload control in secure web applications
while none of the above works have covered this
issue.

9. Conclusions

In this paper we have designed an overload control
strategy for secure e-commerce applications. Firstly,
we have presented a complete characterization of the
Tomcat server’s scalability when executing secure
e-commerce applications. This characterization is
divided in two parts:

The first part consisted of measuring Tomcat’s
vertical scalability (i.e. adding more processors)
when using SSL and analyzing the effect of this
addition on the server’s scalability. The results con-
firmed that, since secure workloads are CPU-inten-
sive, running with more processors makes the server
able to handle more clients before overloading, with
the maximum achieved throughput improvement
ranging from 1.7 to 2.8 for 2 and 4 processors,
respectively. In addition, even when the server has
reached an overloaded state, a linear improvement
on throughput can be obtained by using more pro-
cessors. The second part involved the analysis of the
causes of server overload when running with differ-
ent numbers of processors by using a performance
analysis framework. The analysis revealed that the
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server overloads due to the massive arrival of new
SSL connections which demand computational
power that the system is unable to supply, demon-
strating the convenience of developing some kind
of overload control strategy to filter this massive
arrival of new SSL connections, avoiding in this
way the degradation of the server’s throughput.

Based on the conclusions extracted from this
analysis, we have designed an adaptive session-
based overload control strategy based on SSL con-
nection differentiation and admission control. SSL
connection differentiation has been accomplished
using a possible extension of the JSSE package to
allow distinguishing resumed SSL connections (that
reuse an existing SSL session on server) from new
SSL connections. This feature has been used to
implement an admission control mechanism that
has been incorporated into the Tomcat server. This
admission control mechanism differentiates new
SSL connections from resumed SSL connections
and limits the acceptance of new SSL connections
to the maximum number possible with the available
resources without overloading the server, while
accepting all the resumed SSL connections in order
to maximize the number of sessions completed suc-
cessfully, allowing e-commerce sites based on SSL
to increase the number of transactions completed
(which is a very important metric in e-commerce
environments).

The experimental results demonstrate that the
proposed strategy prevents the overload of applica-
tion servers in secure environments. It maintains the
response time at levels that guarantee good QoS and
completely avoids throughput degradation (the
throughput previously degraded until approxi-
mately 20% of the maximum achievable throughput
when the server overloads), while maximizes the
number of sessions completed successfully. These
results confirm that security must be considered as
an important issue that can heavily affect the scala-
bility and performance of Java application servers.
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